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1 Glossary 

 

Abbreviation / acronym Description 

ADMM Alternating Direction Method of Multipliers 

API Application Programming Interface 

ARM Acorn RISC Machine 

CFA Colour Filter Array 

CPU, GPU Central Processing Unit 

GPU Graphical Processing Unit 

DSLR Digital Single-Lens Reflex Camera 

FFT Fast Fourier Transform 

FPGA Field-Programmable Gate Array 

IR Infrared Radiation 

LMS Colour Space ( represented by the response of the three types of cones of the 
human eye: Long - Middle - Short) 

LUT Look-up Table 

lαβ Luminance-Alpha-Beta Colour Space 

MG MultiGrid 

NAD Non-linear Anisotropic Diffusion 

NEON ARM SIMD version 

NLMS Non-Local Means Algorithm 

OpenCL, OpenGL, OpenMP Programming frameworks/APIs 

PDE Partial Differential Equations 

RAW Image File Format 

ROI Region Of Interests 

SIMD Single Instruction, Multiple Data 

SoC System on a Chip 

SR Super-resolution 

SSD Sum of Squared Differences 

TNO Network of International Scientific Institutes 
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2 Introduction 

This document provides architecture and design details for algorithms for image enhancement and image 
restoration. The development of adaptive, scalable and parallelizable next-generation algorithms for image/video 
restoration and enhancement is one of the key objectives for image processing. The document describes 
architecture and design details of algorithms for image enhancement, image restoration, and image fusion, having 
in mind their scalability, parallelised design, and power-aware scalability. These three categories represent main 
approaches for improvement of the image/video content. 

 

The quality increase can be driven by aesthetic or application oriented criteria, then we speak about image/video 
enhancement or fusion. The other possibility, image restoration, aims to go beyond camera resolution, recover 
missing or corrupted information (typically high frequency components suppressed by low pass filtering or 
corrupted by aliasing) that may not even be visually present in any of the input images. Both categories are 
included.  

 

Input images can be captured by different types of sensors, from different angles, under varying illumination 
conditions or exposure settings. The output image or video enhancement/restoration should have better 
perceivable image content to the end user. The key issues to be addressed in the ALMARVI project are 
characteristics of the algorithms with respect to their scalability, to their ability to be parallelized, and to their 
power consumption. The overall goal of the Task 2.5 is to develop novel parallelizable algorithms (techniques such 
as combined multi-channel multi-frame video enhancement, denoising, and de-convolution; image fusion) for 
selective image enhancement and restoration, which will lead into higher quality. The multimodal information 
(near infrared) is incorporated too, in order to increase the output quality even more.  

 

In the document, there are three categories of methods described 

 

 Image enhancement (Section 3.1) 
 

- Multigrid non-linear anisotropic diffusion filtering  
optimized denoising method for microscopic cancer images  
 

- Non-local means algorithm (NLMS) noise reduction algorithm 
implementation and testing of the algorithm for mobile devices 

 

 Image restoration (Section 3.2) 
 

- Space-variant deconvolution 
computationally effective space variant version of the deconvolution 
 

- Multiframe super-resolution 
space variant version of the super-resolution and demosaicing 

 

 Image fusion (Section 3.3) 
- Thermal and day light camera fusion   

fusion method based on combination of multiple single channel images with 
RGB colour characteristics of a similar looking scene 

 

All algorithms will be deployed in the Mobile, Health, and Surveillance demonstrator tasks. 
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3 Algorithms Architecture 

3.1 Image Enhancement  

One of the most important image enhancement needs is image de-noising since noise is always present in real 
photos and videos and complicates further analysis of the data. Especially in low light environments, where higher 
camera ISO is often used, cameras typically produce more noisy images. In the image de-nosing process, noise is 
removed or reduced while keeping the original image details as good as possible. The main target of the image de-
noising algorithm is to increase the output image quality for further processing and visual observations. 

 

In ALMARVI project, two application areas are addressed. Firstly, medical imaging, specifically denoising of cancer 
images, was studied, which is very demanding task due to the complex textures of the histopathological images. 
Here, the goal is to smooth out (simplify) the complex texture regions of the image and simultaneously retain the 
edges of the region of interests (ROI). The second application area is mobile phone image processing, when next to 
the desired quality increase we have to deal with limits with respect to computational speed and power 
consumption. 

3.1.1 Multigrid Non-Linear Anisotropic Diffusion Filter 

Multigrid Non-Linear Anisotropic Diffusion Filter will be included in the Health Demonstrator. 

Description, input/output 

When developing scalable, intelligent, innovative analysis and classification algorithms for cancer images and their 
fusion images, attention has to be paid to the fact that e.g. during the image acquisition there might still remain 
noise artefacts in the image. In addition, considering the complex textures of the histopathological images, the 
non-linear anisotropic diffusion (NAD) filter is used as a smoothing process. The goal is to smooth out (simplify) the 
complex texture regions of the image and simultaneously retain the edges of the region of interests (ROI). In our 
research, the NAD filter is implemented in a multigrid (MG) setting [REF_ENH1] for achieving parallelism.  

 

The MG method [REF-ENH2] consists of three fundamental phases: i) grid coarsening, ii) grid partitioning and iii) 
grid refinement. Initially the grid (image) is coarsened (think as down-sampling) to a predefined size, for which the 
grid partitioning can be done effectively or in polynomial time. Then the partitioned grid is refined or interpolated 
back to its original level. For our purposes, every parameter has been pre-set for our own dataset. Thus the 
algorithm functionality is as simple as giving an input image for the algorithm. The pre-set parameter arguments 
are established experimentally.  

 

Consider a system of partial differential equations (PDE) in a continuous domain. Given a digital image I, the 
diffusion equation can be written as 

  

  
        ,      (1) 

 

where     is the divergent operator,    the diffusion coefficients, and   is the image gradient. The diffusion may be 
implemented as 

                
 

 
   

 
             

 
     (2) 

 

where   is the number of directions in   ,      the intensity value of  at  ,       is the directional derivative of 
direction  , and  is time (or current iteration). 
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Applying the MG method on  , we consider       , where     is a non-linear function of  . Here          have 
a domain of   x  . We approximate the digital image solution   in a Gauss-Seidel framework by relaxing the 
problem as follows: 

          
 

 
   

 
            ,    (3) 

 

since the new intensities of the new approximations are used immediately in Gauss-Sedel iteration [REF-ENH2]. 
However instead of relaxing the problem with Gauss-Seidel, we apply Chebysev Polynomials for problem 
relaxation and smoothing. The point of the MG smoothers is to smooth out the high-amplitude errors in the PDE 
system. Thus in the Chebysev Polynomial approach, given the eigenvalues and eigenvectors of     , an eigenvalue 
   is selected, such that, it splits the eigenvalues             . The Chebysev Polynomial     tries to 
minimize the range        .      defines a recurrence relation usinge the selected (previous) eigenvalue 
interval, which is used to damp the  -th hig frequency error    ,where       

 

   
     

            (4) 

   
          

            
          (5) 

 

Scalability and Parallelization  

Here, Chebysev Polynomials are shown to be more easily parallelizable and scalable than using Gauss-Seidel for 
smoothing [REF-ENH3], and this is the motivation for approaching the MG computation. The computation of 
Chebysev  Polynomials rely on matrix-vector products, which are parallelizable computations [REF-ENH4]. 

 

For a V-cycle MG [REF-ENH2] implementation of the NAD filter, the number of scalar variables (or pixels) S stored 
in a 2D NAD process is: 

 

        
  

   
  

     
  

           and             ,   (6) 

 

which is less than twice the number of pixels in the original image [REF-ENH1]. As for the V-cycle itself: A single V-
cycle in a MG requires       updates, the total number of updates is: 

 

         
  .      (7) 

 

An integer/fixed-point formulation is in progress to make the filter to operate in ALMARVI execution platforms or 
hardware where a floating-point library is absent, for example older generation of Graphics Processing Units 
(GPUs). The MG method is not scalable but certain components within the MG, for example the Red-Black Gauss-
Seidel iterator used in preconditioning, are scalable. 

 

3.1.2 NLMS Noise Reduction Algorithm 

NLMS noise reduction will be included in the Mobile Demonstrator. 

Description, input/output 

We consider the image enhancement problem from the filtering point of view where the original image is filtered 
into new one with the selected algorithm. Our target is to be able to enhance various image sizes captured with 
different cameras and we also aim to scale down the processing for mobile devices. Images can have a different 
amount of noise as well, and contain all kind of content. We are also targeting to environments such as mobile 
phones where processing speed need to be fast and power consumption requirements are set high. 
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The non-local means algorithm (NLMS) is one of the most well-known methods for image de-noising which work 
solely in the spatial domain. In this algorithm, the input image is filtered into the new image. Figure 1 shows an 
example of the image captured in low-light conditions where noise is clearly visible and from the resulting image it 
can be seen that the algorithm removes unwanted noise whilst preserving important details. 

 

                           

(a)  (b) (c) 
 

Figure 1: NLMS noise reduction algorithm: (a) – an example of noisy input image captured with mobile device; 
(b) - detailed zoom to the input image; (c) – the processed image, after noise reduction. 
 

In contrast to filters considering only neighboring pixels of the reference pixel, the NLMS algorithm compares non-
local pixel patches to each other. Typically fixed size patches are used. For example, the size can be 7 by 7 pixels. 
Non-locality of the algorithm comes from the fact that the patches can in theory locate anywhere in the image. In 
practice, the patch locations are limited inside a local search window such as 21 by 21 pixels in order to reduce 
computations. 

 

The algorithm computes the sum of squared differences (SSDs) between patches and the reference patch. 
Therefore, each processed output patch is obtained by weighted average of neighboring patches. In general, larger 
weights are given to patches that are similar to the reference patch. After applying this procedure for all patches in 
the image, we can finally average all the estimates to construct the final noise reduced image. 

 

The input image for the algorithm is defined in the YUV color space. The output image is also given in the YUV 
color space. Table 1 summarizes the parameters for the algorithm and how they can be used for controlling the 
noise reduction quality and computational time/power consumption. 

 

Scalability and implementation 

 

We have selected NLMS algorithm as it can be well adjusted by different parameters to control processing speed 
and quality. Our main platform to be considered is a typical heterogeneous mobile SoC (System on a Chip) having 
multi-core CPU and GPU. However, algorithm itself is suitable to be executed on various different platforms as 
well.  

 

The implementation of the algorithm has been developed using common off-the-shelf available mobile SoC 
platforms with the Android operating system. The mobile platforms are developing very rapidly and the scalability  
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Table 1. The parameters of the NLMS algorithm, their possible values and description. 

Parameter Value Description 

Patch size e.g., 5x5, 7x7, 
8x8, 16x16 

Larger patch size increases the computational time and power 
consumption. It affects slightly on image quality. In practice, 8x8 has 
provided good enough results. 

Search window size e.g. 5x5, 16x16, … Larger search window size improves de-noising quality but also 
increases the computational time and power consumption 
significantly. 

Filter strength 1-10 The strength of the de-noising. 0 is low and 10 is high. This 
parameter does not affect to computational time and power 
consumption. 

Sliding window step 
size 

1-8 This parameter defines the overlap between image patches to be 
processed. The value 8 means no overlap exist between patches. 
The value 7 means that there is 1 pixel overlap between patches. 
Larger overlap improves image quality but increases the 
computational time and power consumption. 

 

needs to be considered in the development. Currently we are considering scalability according to number of CPU 
cores, GPU capabilities and special instruction sets provided by the platform. In practice platform specifications, 
and user requirements for output quality or power consumption set frame for algorithm parameters. In summary 
we can consider the following factors when thinking the scalability of the algorithm and its implementation: 

 
- CPU performance and number of CPU cores 
- Availability of CPU SIMD extensions 
- GPU availability and its performance 
- Input / output image size 
- Processing time requirements 
- Quality requirements 

 

When we consider mobile SoC platform, there can be different numbers of CPU cores running with different clock 
frequencies. In typically mobile scenario, operating system (such as Android) often controls CPU clocks based on 
system load or device temperature, for example. In this case it is required somehow to balance the workload since 
units are more heterogeneous. In our NLMS implementation, we can easily divide input image into smaller number 
of stripes in order to create more tasks and keep all the processing units well loaded. We select to implement the 
baseline implementation with standard C language in order to make it easily portable for various platforms. 

 

Many ARM (Acorn RISC Machine) based mobile processors provide signal processing acceleration by including a 
SIMD instruction set known as NEON. The use of NEON typically increases the performance of algorithm (more 
instructions and data can be handled with the same amount of clock cycles). The shortcoming is that, the code is 
not easily portable and the designer should be careful when integrating the NEON inline assembler code to new 
projects. However, we want to be able to use NEON when possible in order to scale processing speed on 
supported platforms. In NLMS algorithm there are various steps that get benefit from SIMD, like block distance 
calculation, in order to speed up processing. We have selected to implement specific parts of the NLMS algorithm 
with ARM NEON Assembler. 

 

A GPU is especially useful for executing tasks that can be parallelized. Its resources are most conveniently utilized 
with a standard API such as OpenCL or OpenGL. We have selected to use OpenCL API in our implementation. From 
scalability point of view OpenCL provides rather unified platform for number of different computing units. Our 
OpenCL kernel, which computes the NLMS algorithm, is rather simple although a considerable large number of 
calculations are performed for high resolution images. The kernel performs image de-noising for non-overlapping 8 
by 8 image blocks. Then, the memory synchronization is not needed. If SIMD instructions are supported on the 
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GPU, the implementation can benefit from hand-tuned vectorization of the code. However, we have not 
considered this in our implementation. 

 

Considering the use of local memory, the 8 by 4 workgroup size performs better than other sizes in Adreno 3xx 
GPUs. The reason for this is that the proper workgroup size reduces the redundancy in global memory accesses as 
described above. However, a larger workgroup size needs more local memory. Since the local memory can be 
limited to 8 Kbytes in some Adreno 3xx devices, this practically limits the possible workgroup combination that we 
can handle with the current hardware. In the next generation GPUs the increased local memory size will improve 
the performance of the algorithm. 

 

Large number of pixels and a high frame rate set computational requirements for the algorithm and platform. It is 
possible to control the parameters of the algorithm to meet these requirements. The patch size can be decreased 
from 8 by 8 pixels to 5 by 5 pixels. The search window can be decreased or to use some kind of adaptive search 
window and sparse matching. The overlap between processed patches also affect to the computation time. 
Usually, at least 1 pixel overlap is needed to meet quality requirements. In practice, most of the parameters need 
to be refined during design time in order to find optimal balance for specific use-case. In the Table 2 typical 
configurations for different mobile platform types and scalability remarks are summarized. 

 

Table 2: Scalability remarks of NLMS algorithm for different mobile platforms. 

 

Platform type CPU performance GPU 
performance 

Scalability remarks 

Low-end mobile 
processor 
(i.e. ARM7 CPU) 

1  
NEON supported  
 
@600Mhz 

Not available - Only C and NEON API is usable 
- Processing with 1 CPU core and SIMD 
- Algorithm parameters need to be adjusted for 

fast processing (small window size and overlap) 

Mid-tier mobile 
(I.e. MSM8916) 

2-4  
NEON supported  
 
@1.4GHz 

20 GFLOPS - GPU performance is limited and it depends on 
OpenCL implementation if it can offer benefit 
over CPU 

- Algorithm parameters need to be adjusted for 
fast processing 

- Combined use of GPU and CPU in parallel 
processing is possible 

High-end 
mobile  
(i.e. MSM8974) 

4-8  
NEON supported 
 
@1.4-2.4 GHz 

130 GFLOPS - GPU performance is high compared to CPU 
- Algorithm parameters can be adjusted to 

perform more complex processing 
- Combined used of CPU and GPU is possible for 

best performance 

Next generation 
mobile 

4-8  
NEON supported 
 
@1.4-2.4 GHz 

500 GFLOPS - GPU performance over CPU is expected to grow 
dramatically 

- OpenCL 1.2 full profile as well as OpenCL 2.0 
APIs are expected to be supported 

 

Parallelization and performance / power consumption experiments 

 

The NLMS algorithm processing for one pixel patch is independent. Therefore, the partition of an input image can 
be done in a straightforward manner by dividing the original input image into a number stripes equal to number of 
processing cores. The algorithm is then executed concurrently for those image partitions with different computing 
units.  
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A multi-core Qualcomm’s Snapdragon 801 SoC was selected as target HW to evaluate processing speed and energy 
consumption. The CPU in this platform is 2.3 GHz quad-core Krait 400 and the GPU is Adreno 330 (Snapdragon 
variant). The memory is 2 GB LPDDR3 RAM. The OS in test device was Android 5.0 ”Lollipop”. The Adreno 330 GPU 
can have a clock frequency of 450/550/578 MHz. The OpenCL API version is 1.1 embedded profile. The global 
memory size is 893724672 bytes, the global memory cache size is 32768 bytes, and the local memory size is 8192 
bytes. 

 

In Table 3 processing time of applying algorithm to 13 mega-pixels image (4160x3120 pixels) using different 
implementations are shown. The speedup factor with respect to 1 core CPU version is also shown. The best 
speedup is obtained with OpenCL implementation using GPU, but multicore CPU version with SIMD NEON 
acceleration is close to that. 

 

Table 3: The result for the computational performance test of NLMS algorithm on Snapdragon 801. 

 

Implementation Processing time [ms] Speedup 

C 1450 1x 

C + NEON ASM 985 1.5x 

C with 2 threads 760 1.9x 

C with 4 threads 415 3.5x 

C + NEON ASM with 2 threads 510 2.8x 

C + NEON ASM with 4 threads 280 5.2x 

OpenCL (GPU) 270 5.4x 

 

In order to compute energy consumption, we used the National Instruments NI 4065 measurement device for 
measuring the current. The measurement device was connected to between the battery connector and battery of 
the target device. After recording the data, energy is calculated by the product of the measured current, voltage 
supply, and the execution time of the algorithm.  

 

It should be noted, that the CPUs and GPU are integrated in a single chip. Therefore, it is not possible to measure 
exactly the current drawn by each computational unit in the chip. We have to approximate the current jointly 
consumed by the computing units as the current consumed by the whole device. However, in our energy 
computations we try to minimize this issue by subtracting the basic level of the current consumed by the test 
application from the current consumed by the algorithm. In our tests, we also omitted the effects of the 
application start-up and other initializations not related to the algorithm.  

 

Figure 2 shows the current measurement of the different C implementations (left side). The standby current of the 
application is about 80mA, which was subtracted from the energy consumed by the algorithm. It can be seen that 
the performance is almost doubled when the number of threads is doubled. Considering energy consumption in 
this case, the implementation with 2 threads is the lowest with a value of 2.2 J and the use of 4 threads consumes 
the highest number (2.6 J) as expected.  

 

Figure 2(b) compares the measured current between OpenCL, multithreaded C, and multithreaded NEON 
accelerated implementations. The energy consumption of OpenCL (0.5 J) is significantly lower than multithreaded 
implementations while achieving almost the same execution time. The figure also shows that current of the 
OpenCL implementation is lower at the first part of its execution phase. This is due to buffer reservations and 
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memory copies required for the GPU. In practice, these memory transfers can limit the usage of current GPUs in 
some real-time applications if latency hiding techniques cannot be utilized.  

 

In summary, our results show that the energy efficiency of the OpenCL implementation is significantly better than 
multithreaded C and NEON implementations. Utilizing multithreading and the NEON co-processor will cause 
considerably more energy consumed. The plain C version is the worst in terms of performance and energy 
efficiency as summarized in Table 4. 

 

 

   (a)      (b) 

Figure 2: NLMS noise reduction algorithm: (a) current measurements using the C code with a different number 
of threads; (b) current measurement comparison with OpenCL, multithreaded C, and multithreaded C + NEON. 

 

Table 4: The result of the energy consumption test of NLMS algorithm on Snapdragon 801. 

 

Implementation Energy 
consumption [J] 

C with 1 thread 2.4 

C with 2 threads 2.2 

C with 4 threads 2.6 

C + NEON ASM with 1 thread 1.1 

C + NEON ASM with 2 threads 1.4 

C + NEON ASM with 4 threads 1.5 

OpenCL (GPU) 0.5 

 

3.2 Image Restoration  

The development of adaptive, scalable and parallelizable next-generation algorithms for image/video restoration is 
one of the key objectives for image processing in this task. Goal of the image and video restoration is to increase 
the perceivable image content to the end user, even that images and videos from acquisition devices often do not 
have sufficient resolution and sharpness and are often blurred. The presented algorithms belong to a category of 
complex but powerful tools that address this issue by dealing with radiometric degradation of images and videos. 
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They are capable of removing noise and blur, and if multiple images of the same object (e.g. several frames from a 
video sequence) are available they also increases spatial resolution. Below we describe each method and provide 
insights into the applied mathematical tools. 

3.2.1 Space-Variant Deconvolution 

Multiframe super-resolution will be included in the Traffic Surveillance Demonstrator. 

Description, input/output 

In most of the real cases the blur varies across the image. It is so called space variant. The presented algorithm 
assumes that the blur is estimated on a regular mesh and then a computationally efficient parallelizable numerical 
method removes the blur. We plan to apply the algorithm in the traffic surveillance demonstrator. Due to camera 
projection the blur induced by object motion (e.g. passing cars) is space variant. If we know the scene geometry, 
camera parameters and object’s velocity vector, we can estimate the blur and apply the algorithm. The algorithm 
requires that the blur changes slowly across the image domain. Abrupt changes in shape or size of the blur are not 
accurately modelled in the algorithm and will cause artefacts during reconstruction. However, such discontinuities 
are not likely to happen. They can occur in complex 3D scenes around boundaries of two objects with widely 
different depth, but then occlusion must be considered and this cannot be modelled by convolution anymore.         

 

The applicability of the proposed algorithm is however very wide. For example optical aberrations are space 
variant. They can be pre-calculated and the algorithms can be directly applied as discussed in more detail in the 
super-resolution section. Out-of-focus blur of a general 3D scene is also space variant. If we estimate scene depth 
by other means, e.g. by a depth sensor, we can use the presented algorithm as well.   

 

The degradation model that we assume here is mathematically formulated as 
 

               (8) 

 

where   is the degraded acquired image,   is the space-variant degradation operator,   is the latent image that 
we estimate, and   is additive noise, which models noise of the acquisition device but it can also incorporate any 
other unknown discrepancies in our convolution model. To visualize the space-variant nature of  , Figure 3 shows 
an example of blur kernels (columns of  ) in an image degraded by camera motion blur.  

 

We partition (       ) the image into overlapping rectangular patches   ’s each containing   pixels, where 

the amount of overlap is equal to the blur size. The size and shape of patches can vary but for simplicity let us 
consider them all equal. We further assume that blur kernels are known in every corner (minus the overlap) of the 
patch and denote them   

 ,   
 ,   

 ,   
 . For estimation we can use one of many available blind deconvolution 

methods, e.g. [REF-REST1], [REF-REST2], [REF-REST3] or the blurs are known or pre-computed as discussed above. 
We approximate the blur in intermediate positions by bilinear interpolation as indicated in Figure 44. An 
advantage of this solution is that for slowly changing blurs the approximation is sufficiently accurate and the 
corresponding operator   can be computed in time comparable to standard convolution using the Fast Fourier 
transform (FFT) [REF-REST4]. The main reason are simple formulas for blur operators created as a linear 
combination of 4 convolution kernels. Indeed, if the space-variant blur    in the patch    is defined as a 

combination of kernels      
  

    then the degradation in this patch is 

  
           

     
 
          (9) 

 

The weights    are bilinear interpolator functions satisfying everywhere the constraint    
   . They depend 

only on the patch size and can be thus pre-calculated.  
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Figure 3: Space-variant deconvolution: An example of space variant blur induced by camera motion. Camera 
rotation together with camera projection produces strongly space-variant blur.  

 

 

 

 

Figure 4: Space-variant deconvolution: In kernel interpolation blur kernels are estimated in four neighbouring 
patches (four white rectangles). Kernels lying in between are assumed to be a result of their bilinear 
interpolation.    

 

We can consider every patch independently and for brevity we will omit the patch index  . The degradation model 
in every patch after bilinear approximation can be written as 

          
  

 
  

               (10) 

 

The weights   ’s are arranged in a block diagonal matrix            of size      and   

    
    

    is a block convolution matrix with four convolution kernels   ’s. Having the above acquisition 
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model with the block diagonal and block convolution matrices we now estimate   in every patch by minimizing a 
regularized energy function 

      
 

 
        

               (11) 

 

where the first term is the data fidelity term, which comes from our model, and the second term is image 
regularization.   is a linear analysis operator designed for colour images [REF-REST5] that transforms the image 
into a sparse domain. Minimizing its    norm forces sparsity and results in smooth images with discontinuities not 
overly penalized. To solve the minimization problem in an efficient way, the state-of-the-art approach is to use the 
alternating direction method of multipliers (ADMM) [REF-REST6]. In our case, this introduces two auxiliary 
variables      and       , and expands the energy function to the form 

 

              
 

 
       

        
 

 
         

  
 

 
         

     (12) 

 

Variables   and   are proportional to Lagrangians of the equality constraints. Though the expanded energy 
function looks more complicated it is much easier to minimize by iteratively solving four update steps: 

 

1)                                          

2)                                    

3)               
       

         
           

 

 
                (13) 

4) Update                       

               

 

The index   denotes iterations, but for the sake of readability the index was omitted in  ,   and  . The advantage 
of approximating the space-variant blur now becomes clear. Instead of solving difficult space-variant 
deconvolution with   we need to solve only a multichannel space-invariant deconvolution with  , which leads to a 
linear system of   equations in step 1). We can apply the Fourier transform and solve the system with linear 
complexity, since the convolution border effect is automatically solved by zeroing diagonal elements of   that 
correspond to the overlapping regions of the patch. It is important to underline that the presented alternating 
minimization (4 update steps) runs on every patch independently. A real example of removing motion blur from 
images taken by a traffic camera is illustrated in Figure 5. 

 
 

 

(a) (b) (c) 

 

 

(a) (d) (e) 

Figure 5: Space-variant deconvolution: (a) - the motion blur in the car surveillance; (b), (c) - restored data using 
previous space invariant method for blur removal; (d), (e) - recovered sharp image by the new space variant 
approach. Due to camera projection the motion blur of the fast moving car is space variant, which is clearly seen 
on different “skewing” of car’s headlights in the left image. Data were provided by CAMEA.  
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Scalability  

The time complexity of calculations in every patch is determined by the complexity of four update steps. The first 
step minimizes the energy with respect to the image  . The system is solved with linear complexity      in the 
Fourier domain and thus the overall complexity of this step is given by the complexity of FFT, which is         . 
The second step minimizes the energy with respect to the auxiliary variable  . Likewise in the first step, the 
equation is again linear but           is block diagonal with     blocks, which corresponds to four blur 
kernels among which we interpolate. We must thus invert       blocks. However it is important to underline 
that the inversion is calculated only once as the term does not change over iterations. Multiplication with the 
inverted blocks is done in every iteration at a minimal cost of       . Step 3) and 4) are simple update equations 
solved for each pixel independently with the computational complexity     . Since step 1) is solved in the Fourier 
domain and the remaining steps in the image domain, we must switch between these domains in every iteration. 
The overall complexity of one iteration (4 update steps) is thus governed by the FFT, of which we need 4: 
         ,         ,         , and         . 

 

The memory complexity in every patch is proportional to the patch size. We need to store every updated variable 
(         ), of which   is of size  ;     is of size of the transform domain   (typically   ); and   and   are both 
of size   . In addition we need temporary variables to solve efficiently the update equations. The overall memory 
complexity of the algorithm for one patch of size   is approximately    .    

 

The proposed algorithm scalability depends on the implementation of FFT. If the FFT is scalable then the whole 
algorithm is naturally scalable as the FFT is a procedure that determines the overall complexity. If the number of 
parallel computational units increases, we can easily redistribute calculations by providing denser partitioning of 
the image; see more details in Section Parallelization below. There are several ways how to achieve downward 
scalability (achieving the same results in a more constrained environment). One option is to downscale the input 
image and blurs, which reduces the dimensionality of the problem, and perform deconvolution in this lower scale. 
Another option is to relax convergence criteria. The algorithm is iterative and by stopping earlier after few 
iterations will decrease computational time but produces less accurate estimation of  . Depending on the 
application, the achieved accuracy could be sufficient. However, in both ways we reduce the quality of the output. 
If we want to keep the quality then the only option is to select a region of interest and apply the algorithm on it.    

Parallelization  

The algorithm is parallelizable in a straightforward manner, since it runs on every image patch independently. In 
theory if adequate resources are at disposal, increasing the number of patches  -times decreases the 
computational time  -times. The only inefficiency is the overlapping part of patches, which is equal to the blur 
size and is independent of the patch size. Therefore, if the patch size decreases with the increasing number of 
patches, the overlap proportionally grows with respect to the patch size.  A theoretical limitation on the 
minimum patch size is the blur size. In this case, we estimate a single pixel of   in every patch and the number of 
patches is equal to the number of pixels in the image. The graph in  

Figure 6 summarizes the memory complexity grows with the increasing number of patches.  
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Figure 6: Space-variant deconvolution: Memory complexity ratio as a function of the number of patches. The 
plot is generated for 1Mpixel image with 5x5 blur. As the number of patches increases (x axis), the patch size 
decreases (number in brackets), and the overall memory complexity increases (y axis).     

      

3.2.2 Multiframe Super-Resolution 

Multiframe super-resolution will be included in the Traffic Surveillance Demonstrator. 

Description, input/output 

The primary goal of super-resolution (SR) is to go beyond camera resolution. There are two main approaches in the 
literature: single frame dictionary methods and multi-frame SR. The single frame dictionary methods estimate 
high-resolution image from a single image using a data set of learned pairs of low-resolution and high-resolution 
patches. The multi-frame SR methods fuses multiple input low-resolution images (video frames) and estimates the 
latent high-resolution image (frame). The presented algorithm belongs to a category of multi-frame SR methods 
and is a direct extension of the image restoration algorithm “Space-Variant Deconvolution”. A special case is 
demosaicing of a RAW image. Individual colour channels in the RAW image can be considered as low-resolution 
frames and demosaicing is then a special case of multi-frame SR with the SR factor of 2.  We plan to apply the 
algorithm to video frames in the traffic surveillance demonstrator, when we require a higher amount of details in a 
small region of interest. Another possible use is in the mobile demonstrator as an advanced demosaicing algorithm 
in the case of one single photo or multi-frame SR in the case of a burst of photos/video captured by a mobile 
phone.  

 

In the proposed algorithm, the degradation model introduced in the space-variant deconvolution algorithm (see 
Section 3.2.1) is extended in the SR scenario by considering multiple frames   ’s (       ) and a decimation 
(downsampling) operator  : 

                 (14) 

 

Here,   indexes frames and not patches. Each image frame can be degraded in a different way and therefore we 
have the index   also in   and  . If the number of pixels in   is  , then   ’s are generally of smaller size   such 
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RAW image 

SR 

Color image 

(full resolution) 

4 images (half resolution) 

that      , where     is the decimation (super-resolution) factor. Matrix   is of size     and selects 
every  -th pixel, i.e. wide matrix with zeros and ones only on the main diagonal. Simplify the notation by stacking 
image frames into one vector and skipping several derivation steps with patch partitioning, we conclude that the 
energy function to minimize is very similar to the space-variant deconvolution one with   included    

 

      
 

 
         

               (15) 

 

The update steps that minimize iteratively the energy function on every patch are 

 

1)                                          

2)                                         

3)               
       

         
           

 

 
                 (16) 

4) Update                       

               

The only difference is in step 2) where   appears, but the solution is the same, since it is again about inverting 
    matrices.  

 

The SR algorithm in the multi-frame scenario requires an accurate estimation of geometric transformations among 
input frames. For this purpose we plan to use the optical flow algorithm presented in D2.5 deliverable, which 
estimates local shifts between two frames. One of the frames is selected as the reference frame and optical flow 
calculates shifts in remaining frames with respect to the reference one. The estimated shifts are encoded in the 
method by shifting the centres of blur kernels in  .    

 

As mentioned earlier, the proposed algorithm can be applied to a demosaicing problem of reconstructing a high-
resolution image from a single RAW image captured by a camera; see Figure 7 for illustration. The image frames 
are four (RGGB) colour channels of the RAW image and shifts between colour channels (CFA, Color Filter Array) are 
encoded seamlessly by shifting blur kernels in    High-resolution image calculated in this way outperforms in 
quality the standard demosaicing algorithms in cameras; see comparison on a real example with DSLR camera in 
Figure . 

 

   

 

Figure 7: Multiframe super-resolution: Super-resolution as demosaicing - RAW camera image is composed of 
four colour channels of half resolution. The SR algorithm processes the low-resolution colour channels and 
generates one colour images of full resolution.  
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Figure 8: Multiframe super-resolution: SR versus camera demosaicing. (left) JPEG photo after camera 
demosaicing; (right) RAW image processed by our super-resolution algorithm. Notice well-preserved fine details 
in the left image and absence of purple fringing (lateral chromatic aberration) visible in bottom right of the right 
image. 

 

Scalability  

The time complexity of calculations in every patch is determined by the complexity of four update steps. The first 
step minimizes the energy with respect to the image  . The system is solved with linear complexity      in the 
Fourier domain and thus the overall complexity of this step is given by the complexity of FFT, which is         . 
The second step minimizes the energy with respect to the auxiliary variable  . Likewise in the first step, the 
equation is again linear but              is block diagonal with     blocks, which corresponds to four blur 
kernels among which we interpolate. We must thus invert       blocks. However it is important to underline 
that the inversion is calculated only once as the term does not change over iterations. Multiplication with the 
inverted blocks is done in every iteration at a minimal cost of       . Step 3) and 4) are simple update equations 
solved for each pixel independently with the computational complexity     . Since step 1) is solved in the Fourier 
domain and the remaining steps in the image domain, we must switch between these domains in every iteration. 
The overall complexity of one iteration (4 update steps) is thus governed by the FFT, of which we need 4: 
         ,         ,         , and         . 

 

The memory complexity in every patch is proportional to the patch size. We need to store every updated variable 
(         ), of which   is of size  ;     is of size of the transform domain   (typically   ); and   and   are both 
of size   . In addition we need temporary variables to solve efficiently the update equations. The overall memory 
complexity of the algorithm for one patch of size   is approximately    .  Unfortunately most of the variables 
must be stored in the high resolution ( ) and not in the low resolution ( ).  

 

The proposed algorithm scalability depends on the implementation of FFT. If the FFT is scalable then the whole 
algorithm is naturally scalable as the FFT is a procedure that determines the overall complexity. If the number of 
parallel computational units increases, we can easily redistribute calculations by providing denser partitioning of 
the image; see more details in Section Parallelization below. The downward scalability (achieving the same results 
in a more constrained environment) of the SR algorithm is limited. The aim of SR is to go beyond native resolution 
and thus downscaling the input images to meet the requirements of a constrained environment is meaningless. 
Since the quality of the output image is critical, the only option is to select a region of interest that passes the 
memory and/or power constraints, and apply the algorithm on it.    
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Parallelization  

The algorithm is parallelizable in a straightforward manner, since it runs on every image patch independently. In 
theory if adequate resources are at disposal, increasing the number of patches  -times decreases the 
computational time  -times. The only inefficiency is the overlapping part of patches, which is equal to the blur size 
and is independent of the patch size. Therefore, if the patch size decreases with the increasing number of patches, 
the overlap proportionally grows with respect to the patch size.  A theoretical limitation on the minimum patch 
size is the blur size. In this case, we estimate a single pixel of   in every patch and the number of patches is equal 
to the number of pixels in the image. The SR algorithm performs well when it deals with relatively small blurs. 
Large blurs corrupt more severely fine details (high frequency information) and the SR method can hardly recover 
them.  So unlike in the space-variant deconvolution algorithm, where blurs are typically large, the SR algorithm 
assumes smaller blurs sizes and the memory overhead created by denser partitioning is less of an issue.  

 

3.3 Image Fusion 

Image fusion aims at combining information available in multiple images into a single image. Images captured by 
different types of sensors, from different angles, under varying illumination conditions or exposure settings can be 
fused into a single image that contains all the useful visual information. At a first glance, multi-frame resolution 
enhancement (super-resolution) may appear as image fusion; however, there is a subtle but fundamental 
difference between these two. Unlike super-resolution, image fusion does not aim to recover missing or corrupted 
information (typically high frequency components suppressed by low pass filtering or corrupted by aliasing) that 
may not even be visually present in any of the images to be fused. Image fusion can be performed for purely 
aesthetic purposes, but finds more important applications in the field of visual security and surveillance, where a 
fused image can save the operator from the errand of checking multiple images / video feeds, allowing him to 
concentrate on a single fused image.     

3.3.1 Thermal and Day-Light Camera Fusion   

Thermal and day-light camera image fusion will be included in the Security and Surveillance Demonstrator. 

Description, input/output 

Night-time imaging systems are based on different types of sensors that either capture emitted infrared (IR) 
radiation or reflected IR light (as a result of IR lighting provided by an active IR illuminator). The algorithm that will 
be discussed in this report is based on [REF-FUSION1] and [REF-FUSION2]. The main idea is to combine multiple 
single channel images captured by different IR sensors into a single multi-channel colour image and transfer RGB 
colour characteristics of a similar looking scene to the resulting combined image to obtain a thermal image with a 
natural appearance. The physical interpretation of the algorithm or the specifics behind IR sensor to colour 
channel mapping is beyond the scope of the report and will not be discussed here. 

 

The algorithm accepts images coming from multiple IR and day-light sensors. The first step is to register images 
coming from different cameras/sensors and assign each sensor input to one of the Red, Green or Blue channels to 
obtain an intermediate image called false colour image. Depending on the number and wave-lengths captured by 
the sensors, the sensor to colour channel mapping can change. Based on the original work [REF-FUSION1] and our 
experiments the following mapping rules have been identified: 

 

 Single channel (grey-scale) images coming from regular day-light cameras at low-light conditions and IR-
illuminated day-light cameras as assigned to the Red channel of the false colour image. 
 

 Single channel images coming from near infra-red (0.8 to 2.5 micrometers) sensors are assigned to the 
Green channel of the false colour image. 
 

 Single channel images coming from mid-wave (3 to 5 micrometers) and long-wave (5-12 micrometers) IR 
sensors are assigned to the Blue channel of the false colour image. 
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Once the false colour image is obtained, it is converted from the RGB colour space to lαβ colour space to minimize 
the correlation between colour axes. Then a target image whose colour characteristics are similar to the captured 
scene is obtained and converted from RGB colour space to lαβ colour space. The target image does not have to be 
captured from the same scene. The first order statistics (mean and standard deviation of l, α and β channels) of the 
target image are computed in the lαβ colour space and the false colour image’s colour statistics are replaced by 
these target statistics. First, the means of all channels of the false colour image are computed and subtracted from 
the corresponding colour component. Then the standard deviations of all channels of the false colour image are 
computed and all the colour components are divided by the corresponding standard deviation. Next, all colour 
components of the false colour image are multiplied by the corresponding standard deviation of the target image 
and the mean of the respective channel are added. 

 

The overall algorithm flow can be given as: 

 

1. Form the false colour image by copying the registered single channel images from varying sensors to 
the corresponding RGB channel. 
 

2.  Obtain a target image whose colour characteristics are similar to the captured scene. 
 
3. Convert false colour image and target image from RGB colour space to lαβ colour space. This is 

achieved in three steps: 
 

a.  Convert from RGB to LMS 
 

  
 
 
 
   

                  
                  
                  

  
 
 
 
      (17) 

 

b. Take component wise logarithms to avoid high frequency skew 
 

L = log(L), M = log(M), S = log(S)      (18) 

 

c. Convert from LMS to lαβ 

  
 
 
 
  

 
 
 
 
 

 

  
  

 
 

  
 

  
 

   
 
 
 
 

 
   
    
    

  
 
 
 

      (19) 

 

4. Compute mean and standard deviations of all colour channels of the false colour and target images. 
 

5. Subtract means from false colour image components: 
 

 lfc = lfc -      , αfc = αfc -     
 , βfc = βfc -     

      (20) 

 

6. Divide false colour image components by the corresponding false colour channel’s standard deviation 
and multiply with the corresponding target colour channels standard deviation:  
 

      
  

 

   
     ,      

  
 

   
     , β  

  
  

 

 
  
 β

  
    (21) 

 

7. Add target images channel means to the corresponding false colour image channels. At this point the 
mean and standard deviation of the false colour image match those of the target image.  
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8. Convert the updated false colour image from lαβ to RGB: 
 

a. Convert from lαβ to LMS 

  
 
 
 

   
   
    
    

 

 
 
 
 
 
  

 
  

 
  

 
 

  
  

  
 
 
 
 

 
 
 
 
     (22) 

b. Take component wise logarithms to avoid high frequency skew 
 

L = exp(L), M = exp(M), S = exp(S)      (23) 

 

c. Convert from LMS to RGB 
 

  
 
 
 
   

                   
                    
                   

  
 
 
 
    (24) 

  

The resulting algorithm was implemented in OpenCL and tested on CPU and GPU. Due to security concerns we will 
not be able to present visual results obtained with ASLESAN sensors. However, one set of visual results obtained 
with TNO data set [REF-FUSION3] is presented (see Figure 9).  

 

Important thing to note about these visual results is the fact that the fused image has all the useful information in 
a single frame and has much more natural look with limited colour information. Also note that the target image is 
neither captured from the same scene, nor registered. 

 

The OpenCL implementation that is used to obtain these results is only an initial GPU version that has the following 
performance figures with a NVIDIA GTX-780 GPU operating on 640x480 images, see Table 5. 

 

Table 5: Thermal and day-light camera image fusion: Achieved results. 

 

Total processing time including all host/device copies 3.621908 msec. 

Transfer CPU -> GPU 1.121318 msec. 

RGB2Lab conversion 0.978177 msec. 

Statistics computation 0.241380 msec. 

Transfer GPU -> CPU 0.178700 msec. 

Statistics finalization on CPU 

(locally accumulated values are combined on CPU) 

0.006027 msec. 

Fusion 0.446297 msec. 

Lab2RGB conversion 0.254639 msec. 

Transfer final output GPU -> CPU 0.394465 msec. 
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(a)  

 

(b)  

 

(c)  
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(d)  

 

(e)  

 

 

(f)  

Figure 9: Thermal and day light camera image fusion: Visual results of the algorithm.(a) - red channel input – 
regular day-light camera with low illumination; (b) - green channel input – near IR sensor;  (c) - blue channel 
input – mid-wave IR sensor; (d) - false colour image; (e) - final fused image; (f) - (a) Target image used to 
update colour statistics of the false colour image. 
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The algorithm explained so far performs well on single images, however, on video streams recalculating means and 
standard deviations for every input frame can cause flickering due to the global nature of the colour mapping. To 
resolve this issue a lookup table (LUT) based alternative was developed.  

 

In the LUT version of the algorithm, the colour mapping explained above is performed as a LUT operation: 

 

1. Form the false colour image.  

2. Obtain the target image.  

3. Convert both images to an uncorrelated colour space such as lαβ. 

4. Form a LUT that includes all the colour combinations in the false colour image. Using the obtained LUT, 
replace all pixels in the false colour image with the corresponding index in the false colour LUT. 

5. Form a LUT that includes all the colour combinations in the target image. Using the obtained LUT, 
replace all pixels in the target image with the corresponding index in the target LUT. 

6. The false colour LUT is updated using the target LUT. 

7. The false colour index image converted back into a regular colour image using the updated LUT table. 

 

Depending on the specific method used to update the false colour LUT, different algorithm variations can be 
obtained. An important factor is whether the target image is registered with the false colour image or not. This 
may be the case where the scene under surveillance can be captured with a day light camera under good 
illumination resulting in a registered target image with desired colour characteristics. However, typical use 
conditions for moving personnel with portable cameras this is rarely the situation. A specific version of the LUT 
based approach requires the target image to be perfectly aligned with the false colour image due to the way LUT 
table update is achieved. 

Scalability  

The described algorithm is implemented on many-core CPUs (using OpenMP for parallelism), GPUs (using OpenCL 
for parallelism), and FPGAs. The initial CPU and GPU implementations have been completed are currently being 
optimized. FPGA implementation is currently being worked on. These implementations will be compared in terms 
of performance and power efficiency to obtain conclusions regarding platform optimality. For CPU and GPU 
implementations, LUT variant of the algorithm provides an additional control mechanism to experiment with 
algorithm complexity versus performance and power, which is the total number of LUT bins.    

 

Parallelization  

 

Image registration and warping 

The images coming from different sensors have to be registered and warped to achieve alignment. Depending on 
the version of the algorithm, target image may or may not need to be warped as well. If the cameras are physically 
separated with varying fields of view, then any image registration method with satisfactory performance can be 
applied to achieve this. An alternative is to design a mounting platform and mount all the cameras in 
predetermined arrangement, compute registration parameters for once and use these parameters to achieve 
alignment continuously. The only issue in this approach is the zoom factor. Either all cameras should have locked 
zoom factors that are not allowed to change independently or the alignments should be updated for changing 
zoom factors in real-time. 

 

Regardless of the specific approach that will be taken, typical image registration and warping algorithms are highly 
parallelizable with substantial data level and SIMD parallelism. 
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Colour space conversion 

Colour space conversion is a uniform, pixel wise operation that is embarrassingly parallel. This portion of the 
algorithm can be parallelized on multi-core Central processing Units (CPUs), Graphics Processing Units (GPUs) and 
Field Programmable Gate Arrays (FPGAs).  

 

Frame mean and standard deviation calculation  

Mean and standard deviation computations are closely related to reduce operations as they both require 
accumulation of single or multi-dimensional arrays. Reduce operation can be parallelized on multi-core CPUs, 
GPUs, and FPGAs. Typically, the challenging issue is the varying work-load which complicates thread assignments 
throughout the execution. At the beginning of a reduce operation on a large 2D array (such as the case we have 
here), there are lots of data points that can be processed by a large number of threads and with proper thread 
assignment, concurrently on multiple cores. However, as we come closer to the end of execution, the number of 
values to be summed is substantially reduced, lowering efficiency. Furthermore, at the very end of execution, the 
local accumulation results obtained for chunks of data that were processed independently by different cores, need 
to be summed together, which requires global synchronization and data sharing. 

 

Look-up table operations 

Depending on the specific algorithm that will be used to compute the LUTs, there may be opportunities for 
massive multi-threading and SIMD parallelism. However, the application of the resulting LUTs is a better match for 
CPUs and FPGAs due to the well-known inefficiency of irregular memory access patterns on GPUs. 
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4 Conclusions 

Proposed algorithms are addressing full range of image enhancement/restoration/fusion tasks. The goal to 
improve the quality of the input image/video data in order to create better perceivable image content to the end 
user was fulfilled in all cases. The adaptability, scalability, and parallelizability were discussed and tested. Following 
text concludes each proposed method in more detail.  

 

For image enhancement, parallelized version of non-linear anisotropic diffusion filter was designed using 
multigrid (MG) setting for smoothing out complex texture regions of the image and simultaneously retaining the 
edges of the region of interest (ROI). An integer/fixed-point formulation is in progress to make the filter operate in 
ALMARVI execution platforms or hardware where a floating-point library is absent (older generation of GPUs). The 
MG method is not scalable but certain components within the MG (Red-Black Gauss-Seidel iterator used in 
preconditioning) are scalable.  

 

The second denoising algorithm is based on the non-local means approach. The goal was to enhance various 
image sizes captured with different cameras and also to scale down the processing for mobile devices. Images can 
have a different amount of noise as well, and contain all kinds of content. Parameters for the algorithm and how 
they can be used for controlling the noise reduction quality and computational time/power consumption were 
discussed. The chosen algorithm is appropriate for one of the main platforms to be considered - heterogeneous 
mobile SoC having multi-core CPU and GPU. We considered following factors important for the scalability of the 
algorithm and its implementation: CPU performance and number of CPU cores; availability of CPU SIMD 
extensions; GPU availability and its performance; input / output image size; processing time and quality 
requirements. Listed factors were analyzed for different mobile platforms (see Table 2). Processing speed and 
energy consumption was evaluated (see Table 3) on a multi-core Qualcomm’s Snapdragon 801 SoC (an example of 
a target HW). The current measurement of the different C implementations -  the C code with a different number 
of threads, OpenCL, multithreaded C, and multithreaded C + NEON  - was tested (see Figure 2) and conclusion 
were formulated. It turns out that necessary memory transfers can limit the usage of current GPUs in some real-
time applications if latency hiding techniques cannot be utilized. In summary, the results show that the energy 
efficiency of the OpenCL implementation is significantly better than multithreaded C and NEON implementations.  
 
As for image restoration, image deconvolution and super-resolution were studied. The presented deconvolution 
algorithm assumes that the blur is space variant and is then estimated on a regular mesh. The proposed algorithm 
can be applied for removal of optical aberrations or for diminishing of the out-of-focus blur of a general 3D scene. 
The algorithm assumes that the blur changes slowly across the image domain. The blur kernels were estimated  by 
means of a blind deconvolution method on the regular grid and then approximate the blur in intermediate 
positions by bilinear interpolation. Blur operators were created as a linear combination of 4 convolution kernels. A 
restored image in every patch was estimated by minimizing a regularized energy function by means of alternating 
direction method of multipliers and by utilizing new blur operators. The proposed algorithm scalability depends on 
the implementation of FFT. The overall memory complexity of the algorithm for one patch of size   is 
approximately    .  The memory complexity grows with the increasing number of patches (see Graph 6). There 
are several ways how to achieve downward scalability (achieving the same results in a more constrained 
environment). The input image and blurs can be downscaled or the convergence criteria relaxed. In both ways the 
quality of the output is reduced. If the quality should be retained then the only option is to select a region of 
interest and apply the algorithm on it. The algorithm is parallelizable in a straightforward manner, since it runs on 
every image patch independently.  
 
The introduced super-resolution belongs to a category of multi-frame SR methods. It can be applied for 
demosaicing of a RAW image, too. It is a direct extension of the image restoration algorithm “Space-Variant 
Deconvolution”, when the degradation model introduced in the space-variant deconvolution algorithm is 
extended in the SR scenario by considering multiple frames and a decimation (downsampling) operator  The SR 
algorithm in the multi-frame scenario requires an accurate estimation of geometric transformations among input 
frames. For this purpose the optical flow algorithm presented in D2.5 deliverable was applied (it helps to estimate 
local shifts between two frames). Once again, the overall complexity of one iteration is governed by the FFT. The 
memory complexity in every patch is proportional to the patch size. Unfortunately most of the variables must be 
stored in the high resolution   and not in the low resolution  . The downward scalability of the method is 
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limited. Since the quality of the output image is critical, the only option is to select a region of interest approach. 
Similarly as in the deconvolution, the algorithm is easily parallelizable since it runs on every image patch 
independently. The SR algorithm performs well when it deals with relatively small blurs. Large blurs corrupt more 
high frequency information and the SR method can hardly recover them.   
 
The last studied method is image fusion for night-time imaging systems. The method combines multiple single 
channel images captured by different IR sensors into a single multi-channel colour image. RGB colour 
characteristics are introduced to the fused image to obtain a thermal image with a natural appearance. Registered 
input image frames are combined to the false colour image. Then target image, not necessarily capturing the same 
scene, is used to extract colour characteristics and apply it on the false colour image. lαβ colour space is utilized for 
this colour transfer. The resulting algorithm was implemented in OpenCL and tested on CPU and GPU and 
processing times for different steps of the algorithm were analysed (see Table 5). The lookup table modification of 
the algorithm was designed to be able to process video streams. The described algorithm is implemented on 
many-core CPUs (using OpenMP for parallelism), GPUs (using OpenCL for parallelism) and FPGAs. We plan to 
optimize the initial CPU and GPU and FPGA implementations. These implementations will be compared in terms of 
performance and power efficiency to obtain conclusions regarding platform optimality. The parallelization of the 
image registration and warping is easily achievable with substantial data level and SIMD parallelism as well as 
colour space conversion. Mean and standard deviation computations can be parallelized on multi-core CPUs, 
GPUs, and FPGAs. The challenging issue is the varying work-load which complicates thread assignments 
throughout the execution. Considering the LUTs computation, there may be opportunities for massive multi-
threading and SIMD parallelism. Due to the inefficiency of irregular memory access patterns on GPUs the 
application of the resulting LUTs is a better match for CPUs and FPGAs. 
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