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Glossary 

Abbreviation / acronym Description 

BTH Black Top-Hat Transform 

FMM Fast Marching Method 

GGDT Generalized Geodesic Distance Transformation 

IBCAS Intelligent Breast Cancer Analysis System 

MM Mathematical Morphology 

SW Soft Ware 

WTH White Top-Hat Transform 
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1. Introduction 

This report provides architecture and design details including architecture and design figures for various 

algorithms for object recognition and tracking, motion analysis, behavior analysis, etc.; it will also provide 

architecture and design details on scalability, parallelized design, power-aware scalability, etc. 

This report represents deliverable D2.5 which is part of Task 2.4 in WP2. The partners involved in Task 2.5 are VF, 

UTIA, BUT, CAMEA, ASEL, OZYEGIN, VTT, HURJA, and UEF. All of the partners took a joint approach to the video 

processing in order to achieve efficient architecture and design of “Parallel Object Recognition and Tracking, 

Motion Analysis Algorithms”. The video processing tasks involved in this task are quite complex as well as 

demanding from the point of view of computational resources while, in general, having the feature of being 

parallelizable “above the average” of the algorithms used in the field of information technologies. 

The motivation of this public deliverable is to summarize the technologies used within Almarvi and to share with 

the scientific and technology community the experience of the Almarvi consortium. 

The structure of the document is as follows. Chapter 2 contains detailed description of algorithms for object 

detection, recognition, tracking and motion analysis. Third chapter concludes the content of this document. The 

last section contains references relevant for this document. 
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2. Algorithms architecture  

As for the algorithm architecture is concerned, in fact, all of the Almarvi participants took the approach of 

integrated processing of the object detection and/or recognition fused with the tracking and motion analysis. This 

trend corresponds to modern trends in tracking where “tracking by learning” that uses aspects of object detection 

as well as the more traditional tracking techniques is exploited. 

For example, VTT’s approach is such that they have been developing an approach, where object tracking is done by 

taking advantage of analysing the 3-D structure of the scene containing object to be tracked, recognised and 

whose motion parameter detection is directly integrated with tracking. The starting point is to employ a set of 

calibrated video cameras so that the causal relation of cameras are known beforehand with adequate accuracy. 

This approach was taken by most of the partners and used in most of the algorithms, as described below. 

2.1 Object detection 

Object detection is a task that forms a base for many image and video processing algorithms. It is applicable as a 

standalone task or in combination with object recognition, tracking, or motion analysis (as shown below). The 

detection task is demanding as it needs to process large amounts of data and at the same time should not require 

too high proportion of resources available in the computer systems.  

2.1.1 Object Detection with Boosted Classifiers 

Description, input/output 

Boosting is a powerful technique for training fast object detectors. Since the ground-breaking work of Viola and 

Jones (Viola 2004), where Discrete AdaBoost Cascade and Haar-like features were used, the method underwent 

many improvements. Mainly in the training algorithm, image representation, and image features extracted for 

detector. We use the variant called Soft Cascade with Feature Channels, and Local Binary Patterns (LBP) image 

features. It is essentially a modified ACF detector (Dollar 2014) with LBP features. The key parts of the training 

algorithm are: 

Bootstrapping. The training process works in several bootstrapping stages, each generating more complex 

classifier which is subsequently used for hard negative mining for the next stage. First stage is initialized with 

random background (negative) samples. Typical bootstrapping schedule is: 32, 128, 512, 2048 stages, generating 

detector with 2048 stages after the final stage. However, the schedule can be adjusted arbitrarily. 

Classifier training is done by Real AdaBoost algorithm which greedily selects LBP features and adjusts weights of 

training samples until the required number of features is selected. The resulting classifier is a sequence of LBP 

features, each represented by feature location and size within the sliding window, and 256-item look-up table with 

classifier response (we use 8-bit LBPs, see below). 

 

Figure 1:  from Input RGB training sample, feature channels are calculated, and shrinking (optional) is applied. 

LBPs are calculated on the resulting image matrix. 

Training data are represented as Feature Channels on which LBPs are calculated. We use pure grayscale image (i.e. 

one channel only), or HOG+L channels. 
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LBP features for training are extracted from the feature channels (see Figure above). We use 3x3 cell arrangement 

for LBPs where central cell is compared to surrounding cells and 8-bit code is formed. Currently, the features are 

restricted to operate on one channel only, but an extension where the comparisons are made between channels is 

also possible. 

The final detector works as a sliding window. First image pyramid is created and feature channels are calculated. 

The sliding window moves through the images and calculates LBP features and updates detector response. When a 

sample (a position in an image) passes through the detector, it is considered to be a detected object. After all 

positive detections are gathered, a non-maxima suppression algorithm is applied in order to remove multiple 

detections and keep only the strong ones. 

MATLAB implementation of the training and baseline (CPU) detector can be downloaded here 

(http://www.fit.vutbr.cz/~ijuranek/prods.php?id=392&notitle=1). 

 

Figure 2: Examples of faces detected by a frontal face detector. 

Licence plate detection with boosted detectors 

CAMEA provided a large amount of surveillance data with embedded annotations which we used for training 

Licence Plate detector. The source data were 1280x525 pixels images with rectified licence plates (with aspect 

ratio approx. 10:1). Annotations were embedded as a text data in png and jpg files. 

The detector sliding window was set to 16x124 pixels with 2x shrinking (i.g. model size was 8x62 pixels) with 8 

channels (Gray + Gradient + 6 HOG bins). The detector speed was approximately 70 ms per frame (MATLAB/C++ 

and threads) while searching for licence plates on arbitrary locations and scales. 

 

Figure 3: Spatial distribution of features within the 8 channels of license plate detector. 

 

Figure 4: Examples of detected licence plates in various lighting conditions 

For testing, we used 1000 images with manually corrected annotations (missing objects were added). Figure below 

shows the ROC curve. 
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Figure 5: ROC curve of license plate detector. 

Scalability 

The method running time is linear with image size (number of locations to process) and number of categories to 

detect (separate detector for each category is required). The speed is independent on the number of detected 

objects. Memory demands are linear with image size (in pixels). 

Parallelization 

The method offers many possibilities for acceleration. Mainly in scanning window implementation and in feature 

calculation. 

Baseline implementation divides input image to square tiles and executes a worker thread on each tile. Feature 

calculation itself is not accelerated in any way, although there are methods how to implement it using SSE 

instructions (Herout 2010). To increase speed of feature computation, we use a caching scheme which calculates 

each feature in image only once and other occurrences are taken from cache. For reasonable detectors, the cache 

hit rate is about 50 - 70%. I.e. more than half of requests are covered by cache which is much faster than 

calculating the feature itself. On the bad side, when the detector operates on many channels, and requires many 

different sizes of LBPs, the hit rate can drop to 10% or even below, and the memory demands for cache increase 

considerably because each LBP shape for each channel type requires separate cache plane. This is why we usually 

restrict sizes of features to max 2x2 pixels per cell (4 different sizes). 

 

Figure 6: Effect of number of threads on processing time (on a face detection task). 
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GPUs offer many features for parallelization of detection. An implementation of LBP detector compatible with the 

above method was designed in diploma thesis (Macenauer 2015, https://github.com/mmaci/vutbr-fit-waldboost-

detector). In this work, several different techniques for acceleration of detection on nVidia CUDA platform are 

analysed and implemented. The methods are evaluated on several GPUs - low-end laptop Quadro K1000M, and 

high-end GTX 980 and GTX 780Ti, reaching the performance of 6 ms per HD video frame. The limitation is that this 

implementation currently supports only an grayscale image channel and no shrinking (which would boost up the 

performance even higher!). 

Zynq/FPGA implementation was published in (Zemcik 2013). The proposed detector is based on Waldboost 

algorithm. The microprogrammed engine of detector contains hardcoded feature evaluators and detector 

parameters. A set of weak classifier is evaluated for detection in every scanning window position in the image. 

Furthermore, the detector computes up to 8 downscaled versions of original image and performs detection on 

them too in order to find faces of various sizes. The main benefit is that detector works only with local image 

buffer for several image lines, it doesn't require additional memory for storing downscaled images - detector is 

designed for stream processing. We implemented the architecture on low-end Xilinx Spartan 6 FPGA, reaching the 

performance of 160 frames per second at 640x480 pixel image, with the clock speed set to 100MHz. The limitation 

of this platform is that only grayscale channel with no shrinking is supported. 

 

Figure 8: Block scheme of the FPGA detection engine. 

The next design step was migration from Spartan 6 to latest Xilinx Zynq FPGA family. We successfully implemented 

detection algorithm to FPGA part of Xilinx Zynq. Thanks to latest technology, we were able to upgrade the detector 

for higher resolution and clock speed while reducing power consumption. The horizontal limit of image size is 4096 

pixels, but this number is the sum of widths of all scales of input images. So the detector is capable of processing 

1920x1080 image in two scales, 1280x720 on 5 scales or 800x600 image on 15 scales. The overall performance is 

300M of weak classifiers per second, so the framerate is depended on image resolution, number of downscaled 

images, classifier parameters and they also may change over time according to number of object present in image. 

For example, the usual framerate on 1280x720 image (with 5 downscale levels) is more than 60FPS. 

One of the benefits of latest Xilinx Zynq platform is the presence of dual-core ARM processor on the same chip. 

They allows image detection post-processing, as a implementation of Kalman filter for increasing the detection 

accuracy based on detections from previous frames. 

Detector consumes just a small part of available FPGA resources (under 1/4 in case of Xilinx Zynq XC7Z010). Also 

more detectors could be placed into single FPGA for detecting various objects. 

Figure 7: Effect of tile size on average processing time per megapixel and cache efficiency (on a face detection task) 
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Figure 9: Camera with embedded detector. 

2.1.2 Object Detection with Boosted Random Forests 

Description, input, output 

This method is similar to the one described above. Except that LBP image features are replaced with decision tree 

weak classifiers. This type of detector is much more suitable for detection of multi-view objects (like cars) than the 

previous method. In our case, the trees are trained with Random Forest algorithm. A sample in a tree is routed to 

left or right branch by a split function evaluated on a sample. Leafs of the tree contain the classifier response. 

Outputs of the trees are accumulated in order to get the final output of the strong classifier. 

Random Forest partitions input space by evaluating split functions (see below) on a sample. The training algorithm 

starts with a labeled training set of samples which are assigned to the root node. Random splits, partitioning the 

data in the node, are generated. The one minimizing the classification criterion is selected to the node, and the 

data are passed to child nodes that are trained recursively until defined depth is reached. 

Split function is a function evaluated with {0,1} output which routes the input sample to left or right child node in 

the tree. Sample is represented as matrix with feature channels (see Figure above). The most simple function is 

f(x,i,t) = xi>t - comparison of a pixel value with threshold. This type of split is used in ACF detector (Dollar 2014). 

We use another split type - difference of two pixels - f(x,i,j,t) = (xi - xj)>t. The amount of possible parameter 

combinations is very large and evaluating all of them is not reasonable, therefore we evaluate only a subset by 

generating random parameters during training of each node. 

Detector structure and its execution is the same as in LBP detector case. 

Car detection on highways 

We collected videos from highways and semi-automatically generated annotations - foreground detection, 

tracking and filtering, and manual correction. We gathered total around 20000 training instances of cars captured 

from various angles. The testing set contains 1127 images with more than 3000 car instances. 

Detector training parameters were: scanning window 64x64 pixels, 4x shrinking, L + Mag + 6 HOG channels (8 

channels in total) i.e. model size was 16x16x8 pixels. 
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Figure 10: Examples of detected cars. 

 

Figure 11: ROC curve of the detector. 

Scalability 

The same remarks as for the LBP detector above applies here. 

Parallelization 

Baseline implementation (MATLAB/C++) calculates feature channel pyramid from the input image. Each pyramid 

level is divided to square tiles and separate detection thread is executed on each tile. The detector speed was 100 

ms per frame when searching objects with minimal size of 32 pixels, and 30 ms per frame for 64 pixels and larger 

objects. 

Zynq/FPGA implementation of Random Forest-based object detector is under development. RF uses much simpler 

types of image features (such as pixel comparison) however it needs to evaluate much more features in general. In 

order to speed up the detection performance, the features need to be evaluated in parallel.  

The main difference against our Waldboost FPGA implementation will be the memory access. Waldboost needs to 

access up to 36 pixels at one clock cycle, but they are aligned in memory blocks. On the other hand the RF 

algorithm needs to access pixels from scattered positions from scanning window, especially when we need to 

compute more features in parallel, which will lead to a massive multiplexer nets that will be selecting out the 

pixels from memory. The multiplexer nets are very demanding to FPGA resources and if they will not be reduced, it 

could lead to very big, slow and inefficient circuit. Our estimation is that we will need two 500:1 multiplexers for 

one pixel evaluation. Also the computation of several trees in parallel is not very efficient, because each tree can 

be browsed along different path. 

According to this analysis we suggest to restrict the RF training process to use just certain pixel positions, that will 

be grouped in banks allowing easy and parallel access leading to small and optimal multiplexer network. This can 

drop down the multiplexer ratio to 30:1. Individual memory banks will be disjunct in every tree level to allow 
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parallel access to memory in every level of tree. This optimization should not have a significant influence on RF 

accuracy and also should save lot of FPGA resources. 

We do not have precise performance estimation yet, but based on experiences with implementation of Waldboost 

algorithm, we expects a slightly worse performance. On the other hand, the RF can deal better with multi-view 

detection. 

2.2 Object recognition 

Object recognition is a task where not only a class of objects but rather individual object are recognized. In fact. 

The approach presented here is based on existing OpenCV and custom functions whose combination provides for 

a good detection and recognition of objects. Moreover, it provides a good efficiency of development through re-

use of existing tested functionality. 

2.2.1 BackgroundSubtractorMOG (from OpenCV) 

Description, input/output 

Gradually learns the background of the input feed and subtracts it from foreground which it outputs. 

Scalability  

time/memory complexity, power scalability, ideally present your results in graphs, tables 

2.2.2 Find contours (from OpenCV) 

Description, input/output 

The extracted foreground layer from BackgroundSubtractorMOG2 is used as input for findContours, which outputs 

a array of contours. The original input feed is taken and a image(s) is/are cropped from it using the found contours, 

the cropped image(s) are then sent to server for classification. 

2.2.3 Classifier (from scikit-learn, using scikit-image) 

Description, input/output 

Receives images from the Raspberries which are reading and preprocessing the input feed to classify the found 

objects in the image. Outputs the found classification (human or not human) with their probabilities. Objects 

which are classified as humans with a probability of 50 % or higher are set for further tracking, others will be 

discarded. 

2.2.4 Modified Top-Hat Transform 

Malignant cells possess irregular morphology that is most visibly seen in the nucleus of the cell as well as the 

cytoplasm. Malign nuclei are larger, vary in size and shape compared to benign nuclei. The variation in size is called 

anisonucleosis and the variation in shape nuclear deformity. Malign nuclear area exhibits hyperchromasia which 

means the irregular distribution of chromatin that appears as clumping and condensation. Malign cells have been 

found to have scant cytoplasm as the nuclei is enlarged but the cytoplasm is not. This relation is called 

nucleocytoplasmic ratio that increases when dealing with malign cells. [Thiran] 

 

The malignancy of a tissue is therefore defined based on several criteria: 

• Nucleocytoplasmic ratio 

• Anisonucleosis 

• Nuclear deformity 
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• Hyperchromasia 

 

The segmentation of nuclei is important due to the malignant features of cells being related to the nuclei itself. 

Cancerous breast tissue is classified either benign or malign according to the morphologic type of the lesion. The 

morphology of nuclei is a key factor in our study and it is analyzed with mathematical morphology as it can extract 

shape characteristics and eliminate irrelevancies with four basic operations – dilation, erosion, opening and closing. 

The iterative application of dilation and erosion will result in the elimination of details smaller than the chosen 

structuring element. 

 

The noise in histopathological images makes the automation of analysis a challenging task with the use of standard 

image analysis methods. Therefore, more targeted and effective methods need to be developed to detect nuclei in 

a large-scale histological images. Top-Hat Transform enables the extraction of small and bright or dark objects from 

a varying background, which a simple thresholding technique cannot do. [Loukas] 

Description, input/output 

Top-Hat Transform is an important morphologic operation in small target detection. The transform analyses two 

sets – the original image and the structuring element – by computing an opening on an image and subtracting the 

result from that original image. Top-hat Transform is able to detect image features that correspond to used 

structuring elements. White Top-Hat Transform (WTH) extracts bright regions of an image according to the used 

structuring element, in 1. Black Top-Hat Transform (BTH) extracts the dark regions, in 2. [Xiangzhi] 

 

WTH(x,y) = f(x,y) – f ο B(x,y)  (1) 

 

BTH(x,y) = f ● B(x,y) – f(x,y)  (2) 

 

The nuclei in an image appears small and dark spots inside a cell as presented in figure 1. Therefore, the use of Black 

Top-Hat Transform is justified. 

 

Figure 12: Histopathologic image 

Classical Top-hat Transform uses only one structuring element which makes the utilization of different information 

between the region of interest (ROI) and surrounding regions difficult. Several different approaches for the 

improvement of Top-Hat Transform have been proposed: [Xiangzhi, Bai11, Chen, Bai10]  

 

• Preprocessing or post-processing 

• Suppress certain pixels 

• Apply a multi-scale technique 

• Apply multi structuring elements 
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Our study will aim to produce a modified Top-Hat Transform that will utilize multi structuring elements with 

adaptive thresholds. 

 

Handling the project objectives  

Our algorithm will be considered to be resource efficient yet still not compromising the performance. The modified 

Top-Hat Transform will be implemented on Matlab for IBCAS and used to process the whole slide images. To 

parallelize the performance, an implementation to OpenCL should be conducted. 

2.2.5 Segmentation in Object Recognition 

Silhouette tracking uses information, which is encoded within object region. Object models can be either tracked 

using shape matching or segmentation, applied in the temporal domain using the priors generated from the 

previous image frame. The latter approach can be done, for example, using the Generalized Geodesic Distance 

Transformation (GGDT) [Criminisini].  

 

Definition 

Assume a digital image � in a 2D domain �, with its binary mask �(���� ∈ �0,1� for all �, and an “object” region 	. Here � ∈ 	 ≡ ���� = 0. The unsigned geodesic distance is defined as: 

 ���;�, �� = 
�����|�������	��′, ��, 
��, �� = 
��
∈��,� � �‖�′���‖� + ����� ⋅ ���

�

� 

 

with ��,� is the set of all paths between points �and �; and ����: ℜ → ℜ� is the parametrized path, such that, � ∈�0,1�. The path derivative is defined: 

 ����′ = �� ��� �⁄ �,  

 

u is the unit vector is tangent to the direction of ����. The GGDT is implemented in a raster scanning method 

which is more “memory-friendly” compared to its Fast Marching Method (FMM) counterpart [Criminisini].  

 

The basis of the segmentation process is the symmetric geodesic filter employed in GGDT. The symmetric geodesic 

filter is based on mathematical morphology (MM), using a combination of morphological closing and opening 

[Thiran]. These two operations are asymmetrical, that is, the resulting image depends on the order in which 

closing and opening is used. To overcome this limitation, symmetry is added to the filter, yielding where ���  is 

defined as a symmetric signed distance function: 

 �����;�,��� = ���;�� ,��� − ���;�� ,��� + �� − �� , 

where �� ,�� ,�� ,��  are the real valued of eroded binary mask, � = 1 − �, and disk shape structuring elements, 

such that, �� ,�� > 0 of dilation and erosion respectively. The �� − ��  enforces the impotence property, that is, it 

keeps the unaltered the remaining signal structure. Furthermore �� ,��  correspond to the maximum size of the 

foregroung and background noise speckles to be removed.  

 

Energy minimization 

 

The key to the segmentation problem is the following energy functional: 
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 �!, �� = "�!,#� + $%�!,#� 
 

where !,#	are the image data and image per-pixel labeling #� ∈ �'(,)(� (Fg = foreground, Bg = background) 

respectively. The unary potential "	is the sum of pixel-wise likelihoods of the form: 

  "�!, �� = −∑ +,(� -�!�|#��     and 

%�!,#� = − . �#� ≠ #��
�,�∈�

/�-�−|!� − !�| 1⁄ �. 
 

Here 2 is defined as a 8-neighborhood clicques. The goal is to search for an optimal #~ over a restricted, 

parametrized 2D manifold of all possible segmentations. Define � = ��� ,��� ∈ 4, 4 ⊂ ℜ�, as defined earlier. Now 

the geodesic filter can adapt to real-valued unaries for which different values of � different level of spatial 

smoothness can be obtained and thus different energy values. Now we are aiming to solve: 

 #~= �+-ℎ���~�, where �~= �5(
���∈� �!,#����. 

 

In a binary segmentation problem, the real-valued log-likelihood ratio: 

  6��� = -�!����|#���� = '(� − +,(-�!����|#���� = )(�, 
 

redefine ���� ∈ �0,1�as log-odds map ���� = 7�6����, where 7�6� = 1 �1 + /�-�−6 8⁄ ��⁄  is the sigmoid 

transformation. Then the unsigned geodesic distance becomes: 

 ���;�,��� = 
����∈����, �′� + 9���′��,  

 

where ��, �′� is defined as the path length (as before) and 9defines the mappings between the unary beliefs and 

spatial distances. We then search for a �~ to the lowest corresponding energy of  �!,#��~��. For each value of � 

the segmentation operation of the symmetric geodesic filter requires four unsigned distance transforms, resulting 

to a naïve search for 2� ⋅ 2�values of �in 42� ⋅ 2�  distance computations. But pre-computing the distances the 

load is reduced to 2 + 2� + 2�operations. All of the distance transformations are independent of each other and 

thus is suitable for a parallel hardware computation. If a machine has :	processors (cores), the total time ; taken 

to run the naïve search is: 

 ; = �2 + �2� + 2�� :⁄ �<  
 

where < is the unit time required for each unsigned distance transform. 

 

The GGDT will be implemented in Matlab form for the IBCAS pipeline, and in vectorized form in OpenCL for cross-

platform portability.  

 

2.3 Object tracking  

Tracking can be seen as an isolated task or as an integrated task combining object detection with motion 

estimation into an integrated tacking task. In this case, the task is integrated and it combines motion estimation 

through optical flow and object detection working even in multiple camera environment. 
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2.3.1 Calculate optical flow – Lucas Kanade (from OpenCV) 

Calculates the optical flow between the frames from the input feed. Outputs the points where motion was found 

and if applicable, how much it differs from the last frame. Points are added to array and compared to the last 

frames. Points in the array that have been spotted multiple times, are cropped from the input feed and sent to 

server for classification.  

2.3.2 Algorithm for person re-identification over multiple cameras 

Tracking people's movement over the field of view of multiple cameras introduces also the problem of person 

reidentification. This means that a person who was detected in one camera must be matched to an observation in 

a second camera. Currently the proposed approach to the problem consists of preprocessing of the input images 

and utilization of a neural network as a core of the algorithm. Currently normalized RGB-images are provided to 

the neural network as an input. 

Description, input/output 

Input: Set of human figures isolated from sequential video frames of multiple cameras. The input data also 

includes the camera identifier and timing information. When a set of human figures is given to the algorithm, the 

input images are in specific order. The first image defines the image of the person to whom the other input images 

are compared to. 

Output: The output of the algorithm is possible reidentification of objects observed in the scene represented by 

the input cameras. 

Scalability 

The algorithm compares images captured within a certain time window. This means that, in case we're tracking all 

the pedestrians detected, the more pedestrians are present in the camera views, the more compare operations 

are required. 

Parallelization 

Multiple image batches can be processed for example in different calculation nodes simultaneously. 

2.3.3 Classifier (using scikit-learn & scikit-image) 

Context of the planned algorithm application, linked demonstrator if applicable  

Description, input/output 

Self learning classifier which takes objects that are classified as humans with 50 % or more probability as input and 

recolonizes if they have been seen before or not. Recognized  persons are added to database and if the person is 

determined to be someone who hasn't been seen before, the classifier will be re-trained to include the new 

person. Outputs a generated id for the person. 

2.3.4 Simple Motion Detection (Xilinx SDSoC) 

The implementation of simple motion detection uses ZC702 development board from Xilinx and FMC IMAGEON 

from Avnet. The Zynq programmable logic part (PL) implements HDMI input and output functionality. The HDMI 

Video Platform provides the following capabilities: 

 

1. One HDMI input channel through the HDMI input connector on the Avnet FMC card. 

2. One HDMI output channel through the HDMI connector on the zc702 board. 

3. The video input chain writes frames into a circular buffer with space for three frames, and the video 

output chain reads from a circular buffer with space for three frames. 
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4. Software applications and hardware accelerators can access the input and output video through these 

frame buffers. 

5. The only supported video format for the input and output frames is 1080p, 60 fps (i.e., 1080 lines per 

frame and 1920 pixels per line at 60 frames per second) in RGB format. Each pixel is represented by a 4-

byte value. Each line starts at a 4Kbyte address boundary. 

6. A software sync mechanism is provided to allow the software application or accelerator to advance to the 

next input/output frame when it is available. If the software application or the hardware accelerator 

completes before the next input frame is available, the software sync mechanism waits until the frame is 

available. 

7. If the software application or the hardware accelerator operates at a rate slower than the input video 

frame rate, some input frames are dropped, and some output frames are re-displayed while waiting for 

the application to produce the output frame and move on to the next input frame 

 

Description, input/output 

The video processing chain consist of sequence of core video processing functions, implemented in C (C++) and 

compiled by Xilinx SDSoC to hardware: 

 

rgb_pad2ycbcr(rgb_data_prev, yc_data_prev); 

rgb_pad2ycbcr(rgb_data_in, yc_data_in); 

 

sobel_filter_pass(yc_data_in, sobel_curr, yc_out_tmp1); 

sobel_filter(yc_data_prev, sobel_prev); 

 

diff_image(sobel_curr, sobel_prev,yc_out_tmp1, yc_out_tmp2, 

 motion_image_tmp1); 

 

median_char_filter_pass(threshold, motion_image_tmp1,     

 yc_out_tmp2, motion_image_tmp2, yc_out_tmp3); 

combo_image(pass_through, motion_image_tmp2, yc_out_tmp3, 

yc_out_tmp4);  

ycbcr2rgb_pad(yc_out_tmp4, rgb_data_out); 

 

Each function call here is mapped to an hardware accelerator. SDSoC analyzes the above code and determines that 

the outputs of some accelerators are connected directly to the inputs of other accelerators, and hence, it 

generates a data-motion network that implements direct streaming connections from one accelerator to another. 

For example, the yc_data_prev output of rgb_pad2ycbcr() is connected directly to the input of second instance of 

sobel_filter(). 

 

Hardware Architecture can be divided into two relatively isolated sections. The first one is video input-output 

chain which provides frames for processing available in DDR memory and handles running video signals to 

interfaces, see Figure 1. The second part implements the video processing chain dedicated to detection of motion 

in video frames, see Figure 2. 

 

1. Video input/output chain 

First section consists of HDMI input block, conversion of video signal to video data stream, conversion of 

stream to RGB and ends in write only VDMA block storing frames to DDR memory through AXI 

interconnect block. For displaying of the output is used video controller with video memory in DDR.  
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Figure 13: Video input output section 

 

Figure 14: Video processing chain - motion detection 

2. Video Processing Chain 

The second section is result of SDSoC design tool implementation of series of frame processing functions 

which are connected together to and fed by data streams from DDR memory. Besides rgb to ycbcr and 

back color conversions it uses sobel filter (blocks sobel_filter and sobel_filter_pass) for edge detection, 

the second version of sobel filter passes also original color image. The diff_image block detects 

differences in two sobel filter output frames, current one and the previous. After that the noise from 

differential image is filtered out by approximated median filter in median_char_filter block. In the end, 

the combo_image block creates video frame with red regions marking motion in image. 

 

Hardware Implementation Results 

After the implementation of the motion detection algorithm we can analyse its size and performance. From Table 

1 (the same data also shown in Figure 16) it can be seen that the design occupies approximately 60% of the FPGA 

device. Half of that resources are used for implementation of data buses and streaming. From the rest, one half is 

dedicated to video input and output including frame buffering and VDMA units. The remaining resources are 

responsible for individual operations in simple motion detection algorithm. Figure 15 is example of resource 

allocation per individual part of the design: blue – buses and data movement, light blue – video input and output 

including VDMAs, green – 2 sobel filters, violet – median filter, dark red – RGB/YCbCr conversions, orange – 

detection of differences, cyan – displaying the results. 

 

Design Section FF LUT BRAM DSP 

Data Movers and 

Buses 
24844 17682 26 4 

RGB/YCbCr 

Conversions 
3420 2000 4 8 

Two Sobel Filters 3024 1671 11 0 

Median Filter 4120 2181 19 0 

Display Motion 2067 1003 6 0 
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Detect Differences 2879 1429 9 0 

Video I/O Chain 12455 10999 15 20 

Total 52798 (50%) 36965 (70%) 90 (64%) 32 (15%) 

Table 1: Occupied PL resources 

 

Figure 15: FPGA PL fabric occupation by individual components 

 

Figure 16: Programmable logic flip-flop resource distribution in design 

Performance of the motion detection algorithm was measured as 22.4 frames per second with accelerators in 

programmable logic running at 150 MHz.  Sample video snapshots are shown in Figure 17. 

 

 

Figure 17: Sample Video Frames with marked motion regions 

 

Data Movers and Buses

RGB/YCbCr Conversions

Two Sobel Filters

Median Filter

Display Motion

Detect Differences

Video I/O Chain
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Scalability 

Hardware implementation of the algorithm showed us that complete motion detection chain can be implemented 

as stream processing hardware running at 150MHz where all cores in the chain has initiation interval equal to 1. 

(i.e. each clock cycle is processed one pixel from input image). For that reason we can assume that if the cores will 

be connected directly to video chain (without VDMA framebuffers and CVC blocks) it will reach the ALMARVI 

performance goal to process 1920x1080p60 video stream.  

The complexity of used algorithms is proportional to number of processed pixels and the hardware 

implementation always leads to fully pipelined solutions if the size of the FPGA (available hardware) is not the 

limiting factor.  

Parallelization 

The algorithm can be parallelized by multiplying whole motion detection hardware chain and executing it in 

parallel on horizontal input image tiles with 3 lines of overlap, for example. It provides possibility to reach this way 

to 4k video processing capability on bigger FPGA device.  

 

2.4 Motion analysis  

The main task of motion analysis is to find motion vectors that describe the transformation from one 2D image to 

another, usually from adjacent frames in a video sequence. It is an ill-posed problem as the images are a projection 

of the 3D scene onto a 2D plane. The motion vectors may relate to the whole image (global motion estimation) or 

specific parts, such as rectangular blocks, arbitrary shaped patches or even per pixel. Motion estimation can be 

used for video compression, 3D geometry reconstruction, object tracking, segmentation or advanced video 

editing. 

2.4.1 Algorithm for analysis of motion parameters over camera pairs 

VTT’s approach (integrated object tracking, recognition and analysis) is such that they have been developing an 

approach, where object tracking is done by taking advantage of analysing the 3-D structure of the scene containing 

object to be tracked, recognised and whose motion parameter detection is directly integrated with tracking. The 

starting point is to employ a set of calibrated video cameras so that the causal relation of cameras are known 

beforehand with adequate accuracy. 

Description, input/output 

Input to the algorithm is provided by a set of fixed video cameras. Possible moving cameras can be transformed to 

this basic context, if their relative movement is recorded in time and can be accumulated as a uniform set of 

parameters for each time instant. 

Output is essentially identification of objects observed in the scene represented by the input camera set and the 

corresponding motion parameters between all time instants that each object is observed in the scene. 

Scalability 

Processing can be partially divided per camera (earlier processing stages) and partially as parallelization on a 2-D 

mesh corresponding to the dimensions of the image array. 

Time/memory complexity, power scalability 

Calculations need temporary storage for iteration O(mnk), where the images are of size m x n and depth is 

quantified to k levels. Parameters m and n can be reduced by lowering image resolution. Parameters k is typically 

less than m or n based on condition number constraints 
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Parallelization 

All data for each camera image pair can be processed in parallel. Iteration of consistency can be parallelized as 

camera with camera image processing, but likely also by selection of algorithm iteration scene. Complexity of non-

parallel execution is a stochastic measure not expected to grow faster than about O(mnk * max{m,n}). 

2.4.2 Optical flow 

The basic task of motion analysis is to detect motion between two images, i.e. to find a motion vector for each 

image pixel, which is exactly what dense optical flow algorithm provides us. There exist many algorithms solving 

this task differing mainly in precision and speed. For our purposes precision may be important and we therefore 

choose a more precise (yet slower) algorithm [Liu], see figure 2.3.2.1 for an example. 

Description, input/output 

Let the image lattice be = = (�, >, <) and the underlying flow field be ?�=� = (��=�, @�=�, 1), where �(=) and @(=) are the horizontal and vertical components of the flow field, respectively. For simplicity, we shall omit = 

when it is clear from the context. Under the brightness constancy assumption, the pixel value should be consistent 

along the flow vector, and the flow field should be piecewise smooth. This results in an objective function in the 

continuous spatial domain 

 ��, @� = �A�|��= + ?� − �(=)|�� + #B�|∇�|� + |∇@|�� =, 

where A(∙) and B(∙) are robust functions, |∇�|� = C��
��
D� + C��

��
D�, and # weights the regularization. For the robust 

functions we use the L1 norm, which results in a piecewise smooth flow field, i.e. A��� = B��� = √�� + F�, F =
0.001, but it can be any function. Notice that this objective function is highly non-convex, and it has been shown 

that a coarse to fine refining scheme on a dense Gaussian pyramid (e.g., with down-sampling rate 0.8) with image 

warping can avoid getting stuck at bad local minima of the function [Brox]. 

Under the incremental flow framework, it is assumed that an estimate of the flow field is known as ?, and one 

needs to estimate the best increment ? = (�,@). The objective function is then changed to 

 ��,@� = �A�|��= + ? + ?� − �(=)|�� + #B�|∇(� + �)|� + |∇(@ + @)|��=. 

Since we focus on two-frame flow, we shall assume that < is fixed and omit < in =. We vectorize �, @,�,@ into ",%,",%. Let G� = diag(��) and G� = diag(��) be diagonal matrices where the diagonals are the images ��(=) =
�

��
�(= + ?) and ���=� =

�

��
�(= + ?). We use H� and H� to denote the matrix corresponding to x- and y-

derivative filters, i.e. H�" = � ∗ [0, −1,1]. We introduce column vector I� that has only one nonzero (one) value 

at location =, e.g., I��� = ��(=). The original continuous function can now be discretized as 

 �",%� = .AJCI����� + G�" + G�%�D�K
�

+ #B C�I��H�(" + ")�� + �I��H�(" + ")�� + �I��H�(% + %)�� + �I��H�(% + %)��D, 

where ���=� = ��= + ?� − �(=). 

We now use Iterative Reweighted Least Squares method [Meer] to find ",% such that the gradient L ��
�� 

;
��

��!
M =

0. In the end we get � �" = 2 C�N′G�� + #O�" + N′G�G�% + N′G��� + #O"D, � �% = 2�N′G�G�" + �N′G�� + #O�% + N′G"�� + #O%�, 

where O = H#�P′H# + H"�P′H", N� = diag(A′), P� = diag(B′) are diagonal matrices composed of A′ JCI����� +

G�" + G�%�D�K and B′ C�I��H�(" + ")�� + �I��H�(" + ")�� + �I��H�(% + %)�� + �I��H�(% + %)��D 

respectively. These final equations contain nonlinear functions A′ and B′, therefore we use fixed-point iterations 

for the final algorithm: 
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(a) Initialize down-sampled versions of all images and matrices, " = % = 0. 

(b) Initialize " = % = 0. 

(c) Compute the “weights” N′ and P′ based on the current estimate " and %. 

(d) Solve the following linear system of equations (using e.g. conjugate gradients or successive over-relaxation): 

QN′G�� + #O N′G�G�N′G�G� N′G�� + #OR L"%M = − SN′G��� + #O"N′G��� + #O%T. 
(e) If " and % do not converge, go to (c). 

(f) If the resolution is satisfactory, stop; otherwise, upscale " and % by a factor of 2 (using interpolation) and go 

to (b). 

 

 

Figure 18:  Example of dense optical flow computed between two input frames using the described algorithm. 

Scalability  

The OF estimation problem belongs to a category of partial differential equations that are efficiently solved by 

means of multigrid methods [Saad]. The grid is conveniently rectangular as it is aligned with image pixels and 

coarse to fine upsampling is easy to implement. The pyramidal approach presented in the algorithm is a simple 

multigrid method, which is the reason why it is essential for achieving good convergence. Moreover it naturally 

provides scalability. 

Memory consumption is quite efficient as it is linearly proportional to the image size. Namely, to store the matrix 

of the linear system we need a vector of length 5� (where � is the number of pixels in the input image). 

The algorithm itself provides us a good way of choosing between computation time and quality by skipping one or 

more last levels of the pyramidal computation. This way we end up with a result having lower resolution which can 

be easily up-scaled by interpolation. It will be less precise but computed much faster because the time complexity 

of individual pyramid levels increases exponentially. See figure 2.3.2.2 for comparison of time complexity and 

quality of the results on different pyramid levels. 
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Figure 19: Results achieved by stopping at different pyramid levels and the corresponding time complexity ratio. 

Two input images and time complexity on the left; computed optical flow on pyramid levels 1, 2 and 3 on the 

right (from top to bottom). 

Parallelization  

The main challenge in parallelizing the OF algorithm is to solve efficiently in parallel the inverse problem on line (d) 

of the above algorithm, which can be rewritten in a classical form U� = �, where � is the unknown motion field. U 

is a 2x2 block matrix with each block being a sparse matrix of the form in Figure 20.  

In the case of the Lucas-Kanade algorithm [Bouquet], which is a special case of our more robust version, the sparse 

matrix is a simple diagonal matrix. Then the motion vector in every pixel (or superpixel in the case of pyramidal 

implementation) can be estimated independently without any interaction with neighboring pixels by inverting a 

2x2 matrix.  Implementation of this algorithm on GPU can be done in a relatively straightforward manner and 

several such attempts (e.g. in CUDA) are already available on the internet.   
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Figure 20: Pattern of the matrix associated with the OF problem 

More challenging is to parallelize the robust OF algorithms, where the matrix U is sparse but not diagonal. Several 

parallel schemes were proposed in the literature; see a comprehensive survey in [Saad] and references therein. 

[Mehmood] concludes that for these types of sparse problems the block Jacobi (BJ) iterative solver can be 

parallelized in the most efficient way. The Gauss-Seidel and successive over-relaxations (SOR) methods have better 

convergence properties but since their parallelization is far more problematic, it renders them less efficient in the 

parallel scheme. We thus propose to implement the BJ solver as follows. The problem of U� = � is first partitioned 

as 

VU, ⋯ U,�
⋮ ⋱ ⋮U�, ⋯ U�,�W X

�
⋮��Y = X�⋮��Y	 

  

The dashed lines in Figure 20 show one possible partitioning for � = 3, where � is the number of components and 

correspond to the number of processes that will run in parallel. In the image domain such partitioning correspond 

to block column splitting as illustrated in Figure 21. Each process - will calculate OF only in its designated region by 

solving the BJ update equation 

U$,$�$(%) = 	 �$ − .U$,&
&'$

�&�%(�, 
where �$�%�	is the part of the motion field estimated by --th process in the �-th iteration. This equation is solved in 

parallel and on each process we can use fast converging methods such as Preconditioned Conjugate Gradients 

(PCG). The summation part of the update equations suggests that every process must collect OF estimated by 

other process from the previous iteration. However, in our case the pattern of U is such that we need the motion 

vectors only from the neighboring process (the neighborhood is in the sense of spatial relation of image 

partitioning). More specifically, we need only the motion vectors of pixels on the edge of the partitions, so the 

amount of data to pass around is very small.  
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Figure 21: One possible splitting of an image for parallel implementation 

The final parallel implementation of steps (c)-(e) in our robust OF algorithm is the following: 

(a) Split ��, ��, ��, and motion field [",%] according to the given partition scheme and distribute each 

partition to its corresponding process  (this is done only once at the beginning of each scale) 

(b) Run in parallel: 

(b1) Each process sends its current "$ and %$ of pixels on the edge to neighboring processes 

(b2) Compute the “weights” N�� and P�
�  based on the current estimate "$ and %$ and neighboring 

processes. 

(b2) Solve the Jacobi update equation (using e.g. CG or SOR) to estimate new "$ and %$ 

(c) Repeat steps in (b) until convergence 

2.4.3 Architectural Estimator for FPGA Implementation 

of Anisotropic Huber-L1 Dense Optical Flow Algorithm 

As stated [Buyukaydin], the “Anisotropic Huber-L1 Optical Flow” algorithm by Werlberger et al. is a good 

compromise between numerical quality and potential execution speed (due to its highly parallel nature). While 

ASELSAN is looking at performance optimized GPU implementations of this algorithm, OZYEGIN is working on its 

performance and power optimized implementations. As explained in [Buyukaydin], ASELSAN’s current GPU 

implementation runs at 4.3 fps for 640x480 frames with single precision floating point on an almost state-of-the-

art GPU using excessively high iteration numbers. Details on ASELSAN’s optical flow implementation (algorithm 

description, parallelization details and performance analysis) can be found in [Buyukaydin]. OZYEGIN, on the other 

hand, aims higher fps at the same frame resolution on one of the state-of-the-art Altera FPGAs, namely, Arria 10 

GX 1150. Currently, we have a working “architectural estimator” (AE) and a demo for a low-end version of the 

algorithm with 1 pyramid level, 1 iteration, and 1 warp, whereas the full-scale version has 500 iterations with 10 

warps as in the GPU implementation of ASELSAN. The demo will be shown during the project meeting in Turku, 

Finland on Sep. 8-9, 2015, while it is also available on YouTube at: 

https://www.youtube.com/watch?v=mb0DObtJwuo 
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Description, input/output 

The input to the FPGA is a raster-order video stream. The algorithm works on the Y component and streams out 

the motion vectors in raster-order. Our FPGA implementation interfaces to a host CPU over a PCIe bus, which 

sources the video stream and sinks the motion vectors. It also interfaces to DRAM for intermediate data that does 

not fit on the FPGA and is hence stored externally. We have used DE2i-150 board from Terasic, which has an Atom 

N2600 CPU on board as well as a Cyclone IV GX FPGA. For the PCIe interface, we have used an IP from VirginiaTech 

first, and then we switched to RIFFA from UC San Diego. See Figure 22. 

 

Figure 22: PCIe interface RIFFA from UC San Diego. 

Our demo can operate up to speeds of 60 fps at a resolution of 768x576. However, this is with 1 pyramid level, 1 

iteration, and 1 warp per frame. On the other hand, our goal is 20 fps at a resolution of 640x480. Our AE estimates 

that with the high-end Altera Arria 10 board we will purchase from Nallatech, we may achieve an fps of 22, if we 

can achieve a clock frequency of 300MHz and 70% resource utilization in terms of floating point DSP blocks. The 

required logic, register, and BRAM utilization are, however, only 30%, 10%, and 20%, respectively. 

Scalability and Parallelization 

The computational performance we are targeting is 400 to 500 GFLOPS. We expect to achieve it on one of most 

high-end Altera Arria 10 FPGAs. As for the power consumption, Microsoft has demonstrated a datacentre 

application at 40 GFLOPS/W. Based on that benchmark and others we expect a power consumption of no more 

than 25 W. We expect our peak and average power consumption to be very close. On the GPU side, however, we 

expect a peak power consumption of close to 200 W with an average power consumption of half of that. These are 

just guesses. For more educated guesses, we need to run “Arria 10 PowerPlay Early Power Estimator”. We have 

tried that but the Excel based tool has some problems. We will continue working on that. 

For our FPGA design, we need estimation tools that helps us with architectural exploration (hence our AE) and a 

high degree of RTL design automation. Even a design with fixed video processing and architectural hardware 

parameters requires an RTL of 4,500 lines for “Iter”, which corresponds to the inner loop of the 500 iterations of 

the optical flow algorithm. Even typing the 4,500 lines takes quite a while, let alone debugging it. Our specialized 

high-level synthesis tool (can also be regarded as an IP core generator) generates that from a few hundred lines of 

high level C-like code in seconds. Since the code is very uniform and matches the high level code at every variable 

of it, debugging it is also much easier compared to a handwritten RTL. However, with this tool we can easily do 

architectural exploration and also generate lightweight versions of the same algorithm and map them on smaller, 

cheaper, and lower power FPGAs. The tool has a built-in scheduler and register allocator. See Figure 23. 
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Figure 23: Built-in scheduler and register allocator of high-level synthesis tool. 

The datapath of our architecture has a pipeline of Iter blocks with line buffers in between. See Figure 24. There are 

also Warp blocks spread between Iter blocks. An Iter block produces a vector for a new pixel every CT cycles (i.e., 

cycle time). To increase the throughput of an Iter, we have to let it use more FPUs (i.e., Floating Point Units), then 

we will run out of FPUs and will have a smaller number of Iter blocks. If we want to have more Iter blocks, we have 

to allocate a fewer number of FPUs per Iter, hence making CT longer. We call the number of Iters PS (i.e., pipeline 

stages). There is a trade-off between CT and PS, and sometimes the best solution is somewhere in the middle as 

opposed to the min CT (=1) with max PS corner or max CT (=39) with min PS corner. In the case of Arria 10 GX 

1150, the best CT is 3, while the corresponding PS is 34. The below figure shows our Iter pipeline, where p=PS. 

 

Figure 24: The datapath with pipeline of Iter blocks with line buffers in between. 

In our FPGA design, we have 3 levels pipelining. The pyramid generation and the datapath of Iters are pipelined at 

frame level and are hooked up to each other through the DRAM. The different levels of the pyramid are not 

pipelined in the pyramid generation stage or Iter stage. Iter blocks form a simple pipeline hooked up to each other 

through line buffers (implemented on BRAMs). We also have pixel level pipelining inside Iter blocks, implemented 

through a complex and very high utilization “functional pipeline”, i.e., loop unrolling and rerolling, also called loop 

folding. 
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Figure 25: The pyramid generation and the datapath of Iters with 3 level pipelining. 

Our estimator AE is currently crude but is getting more sophisticated every day. It reads in files that specify video 

processing related parameters (resolution, number of iterations, how many floating point operation of each kind in 

Iter), architectural parameter (CT), and FPGA synthesis related parameters/goals (clock frequency, max utilization, 

how much resource each FPU takes up), FPGA chip specific parameters (how many of each resource type, i.e., 

number of ALMs, DSP blocks, registers, BRAMs). Then, AE computes how many of each FPGA hardware resource 

one Iter block takes up for the given CT and computes how many Iters can be fit based on the total number of a 

particular resource type and achievable max resource utilization. Then, AE finds the most limiting resource type 

and the associated PS and then computes the corresponding fps that can be reached. Currently, our estimator 

does not take into account DRAM bandwidth and size constraints. However, in the future, it will take that into 

account as well as power estimates. 

 

Figure 26: AE estimator’s principle of operation. 

Note that the scalability of an algorithm, such as this one with software on a host CPU, requires that the software 

is also pipelined through multi-threading so that the hardware pipeline does not starve. We did that in our demo 

and will do at a greater extent in our high-end version of the implementation with all of the 500 iterations present. 

See above. 
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3. Conclusions 

This deliverable presented a collection of algorithms currently being exploited and investigated in the field of 

“Algorithms, Design Methods, and Many-Core Execution Platform for Low-Power Massive Data-Rate Video and 

Image Processing” within Almarvi project. The algorithms include detection, recognition, tracking, as well as 

motion analysis of object within images and video. Acceleration and parallelization aspects were evaluated as well 

wherever applicable. This document is made public for further use by 3rd parties as well as the Almarvi consortium 

within the further stages of the project. 

Future work includes not only implementation and demonstration of the algorithms but also further investigation 

into low power possibilities of the algorithms, their performance from the precision as well as computational 

speed, and better parallelization. 



D2.5 - Parallel Object Recognition and Tracking, Motion Analysis Algorithms (Architecture and Design) 30-September-2015 

ALMARVI_D2.5_v1.0 ARTEMIS JU Grant Agreement n. 621439 

Public ©ALMARVI Consortium Page 30 of 30 

4. References 

[Liu] C. Liu, “Beyond pixels: exploring new representations and applications for motion analysis”, Doctoral Thesis. 

Massachusetts Institute of Technology, 2009. 

[Brox] T. Brox, A. Bruhn, N. Papenberg, and J.Weickert, “High accuracy optical flow estimation based on a theory 

for warping”, In European Conference on Computer Vision (ECCV), pages 25–36, 2004. 

[Meer] P. Meer, “Robust techniques for computer vision”, Emerging Topics in Computer Vision, pages 107–190, 

2004. 

[Saad] Y. Saad, “Iterative Methods for Sparse Linear Systems”, SIAM, 2003. 

[Bouquet] Bouquet, J.Y.: Pyramidal Implementation of the Lucas Kanade Feature Tracker. OpenCV Documentation 

[Mehmood] Mehmood, R., Crowcroft, J.: Parallel iterative solution method for large sparse linear equation 

systems. Technical Report 650, University of Cambridge, 2005. 

[Zemcik] P. Zemčík, R. Juránek, M. Musil, P. Musil and M. Hradiš, “High Performance Architecture for Object 

Detection in Streamed Videos”, FPL, 2013 

[Herout] A. Herout, R. Juránek and P. Zemčík, “Implementing the Local Binary Patterns with SIMD Instructions of 

CPU”, WSCG, 2010 

[Macenauer] P. Macenauer, “Object Detection on GPU”, Master’s Thesis, Faculty of Information Technology, BUT, 

2015 

[Dollar] P. Dollár, R. Appel, S. Belongie and P. Perona, “Fast Feature Pyramids for Object Detection”, PAMI, 2014 

[Viola] P. Viola, J. Michael, “Robust Real-time Face Detection”, IJCV, 2004 

[Buyukaydin] D. Buyukaydin and T. Akgun, “GPU Implementation of an Anisotropic Huber-L1 Dense Optical Flow 

Algorithm Using OpenCL”, International Conference on Embedded Computer Systems: Architectures, Modeling 

and Simulation (SAMOS) 2015. 

[Thiran] J.P. Thiran, B. Macq, “Morphological feature extraction for the classification of digital images of cancerous 

tissues”, IEEE Transactions on Biomedical Engineering, vol. 43, pp. 1011-1020, October 1996 

[Loukas] C. G. Loukas, G. D. Wilson, B. Vojnovic, A. Linnery, “An image analysis-based approach for automated 

counting of cancer cell nuclei in tissue sections”, Cytometry A, pp. 30-42, September 2003 

[Xiangzhi] B. Xiangzhi, Z. Fugen, X. Bindang, “Multiple linear feature detection through top-hat transform by using 

multi linear structuring elements”, Optik – International Journal for Light and Electron Optics, vol. 123, pp. 2043-

2049, Novermber 2012 

[Bai11]  X. Bai, F. Zhou, B. Xue, “Edge preserved image fusion based on multiscale toggle contrast operator”, in 

Image and Vision Computing 29, 2011, pp. 829-839 

[Chen] T. Chen, Q.H. Wu, R. Rahmani-Torkaman, J. Hughes, ”A pseudo top-hat mathematical morphological 

approach to edge detection in dark regions”, in Pattern Recognition 35, 2002, pp. 199-210 

[Bai10] X. Bai, F. Zhou, “Multi structuring element top-hat transform to detect linear features”, in Signal 

Processing (ICSP), 2010, pp. 877-880 

[Criminisi] A. Criminisi, T. Sharp and A. Blake: “GeoS: Geodesic Image Segmentation”, ECCV, 2008. 


